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1 Executive Summary  

 

As stated in the initial proposal; WP6 includes all the demonstration activities in both Turin 

and Malmo pilot sites. This has as objective the installation of required components (gateways 

and smart meters) and the subsequent data collection. 

 

Another essential part of this WP will be the definition of metrics that will be used for final 

evaluation and the scenario where there will be evaluated. Also, this WP includes the 

development of a simulation engine that will help the analysis of the scalability of the 

FLEXMETER solution on a larger scale.” 

 

This document focuses on deviations from the target FLEXMETER system setup and the 

lessons learned from the implementations. The FLEXMETER system setup and the pilots are 

imitially described in earlier deliverables. 

 

The key findings from the implementations, both in Hyllie and Turin, and as well regarding 

the Flexmeter system platform, are that the efforts and the time for implementation are higher 

than initially estimated.  

 

For the Hyllie-project, the main learnings are: 

• Long lead times for meter deliveries and internal testing (as the meters are used as 

billing meters) 

• It is easy to do the initial installations of meters in a IPv6LowPAN RF Mesh network, 

but optimization of the communication requires deep RF Mesh knowledge. 

• System development and integration, of the front-end meter data collection system 

have required more efforts than expected, partly because the meters are used for 

billing. 
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For the IREN Pilot, the main learnings are: 

 

• Installation of additional meters (not used for billing) has some constraints if they 

have to be plugged to get voltage info. Harvesting meters can give a consistent 

advantage from this point of view. 

• Meter-gateway communication requires some attention, specially if continuous data 

stream is produced, like in the case of 1Hz measuring meters. Drops in the 

communication may lead to loss of data if not properly buffered. 

• Still in case of fine grained sampling, a proper organization of the data collection 

infrastructure is needed. A separate database (relational) to provide aggregated data 

was implemented to speed-up access to disaggregation services. 

 

For the Flexmeter platform implementation, the main learnings are: 

• From the database perspective, it is important the choice of a non relational 

database to ensure data storage and scalability of the platform. The traditional 

relational database management systems will continue to have a role in the Internet of 

Things when processing structured, highly uniform data sets, generated from a vast 

number of enterprise IT systems and where this data is managed in a relatively 

isolated manner. When it comes to managing more heterogeneous data generated by 

millions and millions of sensors, devices and gateways, each with their own data 

structures and potentially becoming connected and integrated over the course of many 

years, databases will require new levels of flexibility, agility and scalability. In this 

environment, NoSQL databases are proving their value. 

 

• From the communication perspective, it is important the choice of a 

publish/subscribe protocol to ensure scalability of the platform. Fast bidirectional 

communication and (near-) real-time data transmission are needed to retrieve 

information from many heterogeneous entities, either hardware or software, in 

different distribution network. This can be implemented by exploiting 

publish/subscribe communication paradigms (e.g. MQTT in our solution). 

Heterogeneous measurement data and algorithms results can be available and shared 

among different authorized stakeholders for developing new services and create new 

smart grid models.  

• From the platform perspective, it is important the choice of multi-tenancy to 

avoid data intermingling between different stakeholder and device installation. 

With a multitenant architecture, a cloud application is designed to provide every 

tenant a dedicated share of the instance - including its data, configuration, user 

management, tenant individual functionality and non-functional properties - ensuring 

privacy from access attempt of other tenants and security of each instance from 

malicious attach. 

2 Introduction  

This document describes the target Flexmeter solution and the difference from the current 

setup. Also the lessons learned from the pilots are presented. 

3 Deployment in Hyllie  
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3.1 Equipment 
The overall Smart Metering System in the Hyllie pilot is described in detail in deliverable 

“D1.4 Report on Pilots Description”. 

 

The design of the system in Hyllie are very much in line with the initial  pilot project design, 

with some smaller deviations:  

 

• The initial number of meter points was assumed to be 350 units, however to mostly 

technical reasons, the final installed number of meters are 318 units at end-customers 

premises and 2 units of grid meters, in the 2 secondary substations feeding the 318 

meters. 

• The equipment for the substation meters have not been based on the radio mesh-net 

system provided by Connode. Instead it has been implemented with a classical GPRS-

based point-to-point meter system design, i.e an electronic meter connected to a real-

time measurement terminal, based on a Raspberry PI and GPRS modem. The same 

setup is used for the two district heating metering points. 

 

3.2 Deployment of meters and communication infrastructure 
The deployment in the field in Hyllie pilot area was divided into 5 steps: 

 

Step 1:  Installation of 10 meter units (test only) and 4 gateways (Jan 2016) 

Step 2:  Installation of 20 meters (used as billing meters) (Jan 2017) 

Step 3:  Installation of 119 meters (used as billing meters) (Feb 2017) 

Step 4: Installation of 179 meters (used as billing meters) and dismounting of the 

initial 10 test meters (March 2017) 

Step 5: Installation of additional gateways/meters and external antennas to optimize 

the radio-mesh communication (April-June 2017) 

 

The purpose of step 1 was to deploy the basic infrastructure in field and verify the functional 

performance. 

 

The delay between the test installation and the first “real installation” was due to: 

 

• System development of the head-end system functionalities, and integrations to the 

Flexmeter platform, as well as integrations to E.ON´s legacy systems. 

• Specification, manufacturing, delivery and testing of the electricity meters 

(Landis+Gyr E350) 

 

For the main installation, a staged roll-out process was decided, manily due to that the meters 

are used for customer billing and that the radio-mesh solution was not tested in larger scale, 

therefore E.ON wanted to have a controlled roll-out with possibilities to stabilize the radio-

mesh network and also to have the possibility to do a roll-back if necessary. 

3.2.1 Experiences from the Roll-Out 

When it started, the meter installation was made as a smooth and efficient process, since the 

meters in Hyllie are placed in meter blocks, i.e. the customers were notified that there should 
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be a short power interruption, but they did not need to be at home and the technicians did not 

need to go into the individual apartments. 

 

The commissioning of the meters went well for most of the meters, but in some buildings, 

there were problems with the radio-mesh coverage, which resulted in a need for more 

gateways and external antennas than initially planned. New build houses in Sweden is very 

climate efficient with thick concrete walls that makes communication more difficult. Often 

the meters are installed in the cellars with poor mobile communication coverage.  

 

To extend the radio-mesh network, E.ON installed a GPRS/RF router higher up in one of the 

buildings to get good mobile coverage but also good radio-mesh coverage inside the building 

including the basement.  

 

 
Figure 1 Meter installation in one basement in Hyllie 

 
Figure 2. Radio-mesh gateway placed high up in the building toget 3G mobile coverage but also coverage to the meters in 

the basement. 

 



FLEXMETER 646568      D6.3 Report on system deployment and data collection          H2020-LCE-2014-3 

 

Page 8 

The radio-mesh solution for substation metering was in an early developed phase that didn’t 

work well so the solution was to use a traditional GPRS P2P communication solution instead. 

The substation metering and the heat metering uses the optical interface on the meter (IEC 

62056-21), connected to a Raspberry PI and a GPRS modem. 

 

3.3 Data collection process 
The data collection system and process are also described in D1.4.  

 

The system is implemented as a cloud-based application, consisting of essentially 3 

applications, the Connode C4 server, managing the radio-mesh network, the LINUX drivers 

handling the EMH substation meters and the heat meters. 

 

Finally, the last component is the AMR operations Center application, handling the 

supervision of the AMR collection processes including the export to SAP.  

 

 
Figure 3 Head-end system overview for Hyllie 

 

3.3.1 Data collected 

From all the electricity meters the system collecting the following data every 10:th second: 

• Active energy consumed 

• Active energy produced 

• Voltage L1 

• Voltage L2 

• Voltage L3 

• Power L1 

• Power L1 

• Power L3 

 

Every hour the system collects: 

• Alarms and events 

 

From the substation meters there are additional data collected: 

• Reactive energy consumed 

• Reactive energy produced 
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• Current L1 

• Current L2 

• Current L3 

• Frequency 

• Power factor L1 

• Power factor L2 

• Power factor L3 

 

From the heat meters the system collecting: 

• Energy 

• Volume 

• Flow rate 

• Power 

• Flow temperature 

• Return temperature 

 

3.3.2 Experiences on data collection 

The initial lab test on the radio-mesh communication network gave good result to collect 

values every 10:th second but not every 5:th second. The company providing the RF Mesh 

solution, does not guarantee the functionality of the communication below 5 minute 

resolution. 

 

After installation in field in Hyllie the result were not as good as the initial lab tests. More 

mesh-communication routers had to be installed in field to make the radio-mesh 

communication cells with fewer communication nodes per radio-mesh router. 

 

Even with more radio-mesh gateways the communication system is still on the edge of 

communication capacity. To become a stable and robust mesh communication channel the 

data collection rate should be reduced to collect data every 30:th second or less.  

4 Deployment in Turin 

4.1  Equipment 
As for Hyllie, Turin pilot has been described in details in deliverable “D1.4 Report on Pilots 

Description”. 

 

Some changes in numbers of installations occurred during the project, but the overall structure 

and objectives remained almost unchanged. 

• Mono-phase smart meters: based on ST prototype board, they will be installed in 

Environment Park premises. The board and prototype meters will be able to collect via 

PLC G3 consumption data at 1 Hz sampling frequency. 73 meters will be installed, 

together with 10 gateway (same board). 

• Three-phase smart meters: based on ST prototype board, they will be installed in 6 

MV/LV substations. 30 meters and 6 concentrators will be installed. 

• Home meters for NIALM: measuring current and voltage at 1 Hz sampling frequency, 

they will be installed in the residential part of the pilot. They will communicate with a 
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prototype home gateway (ALYT) able to connect with home devices with different 

protocols and connected to internet and Sitewhere via 3G/4G communication. 

• Blink detectors: part of the residential users have been equipped with blink detector to 

be installed on the actual smart meter and able to detect active power at Wh sampling 

frequency. These are commercial devices that will enable the test of innovative 

services for final customers in terms of energy footprint. As for the home meters for 

NIALM, they will use the home gateway described above. 

• Water meters: 20 commercial water meters, based on wireless meter bus 868 MHz 

communication, will be installed in Environment Park premises. 

• District Heating meters: 7 district heating meters already providing data to IREN and 

installed in the same buildings in which the residential meters have been installed 

started pushing data to Sitewhere. 

 

4.2 Deployment of meters and communication infrastructure 
Some feedback based on the current state of deployment in Turin pilot will be provided in this 

chapter. 

4.2.1 Experiences from the Roll-Out 

In the beginning of 2017, the deployment of the residential meters begun. Several problems 

occurred: 

• Difficulty to reach the final customers and convinced them to install the meters, even 

if all for free. Several people retired after the first positive answer. 

• Installation problems: because of the prototype nature of the devise (both meters and 

gateway), several changes and communication problems occurred both at device and 

middlewere level. 

• Once installed, the possibility to disaggregate the consumptions in the houses faced 

some problems due to communication interruptions during the day between meters 

and gateways (under 84.000/86.400 sampling/day disaggregation could not occurred) 

 

Regarding prototype boards from ST, both mono phase and three phase, delays occurred both 

in the productions of the boards and, once in the hands of IREN and Environment Park, in 

their configurations.  

 

3 three phase smart meters installed in the first MV/LV substations broke down because of 

electrical problems in their connections and in the coupling with not suitable current 

transformers. 

 

Tests in IREN and ST premises have been made on several current transformers and solutions 

have been found. Installations in Environment Park and in the other substations are scheduled 

in the following weeks (update: September 2017).  

  

4.3 Data collection process 
The data collection system and process are also described in D1.4. No changes occurred to 

that scheme. 
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4.3.1 Data collected 

Some months of 5-minute data from District heating meters have been pushed to Sitewhere, 

based on the defined provisioning scheme: 

• heating.temp.primary.inlet 

• heating.temp.primary.outlet 

• heating.energy 

• heating.flowrate 

• heating.power 

• heating.volume 

 

4.3.2 Experience on data collection 

The use of prototype solutions in the different parts of the Turin pilot lead to several 

communication, interface and data problems. Although it is a common drawback, the 

interface and management of different areas (bot geographic and for what concern the 

objectives and functionalities) is very difficult and time consuming, so more time for 

installation and commissioning should have been envisaged. 

 

5 The Flexmeter Platform 

5.1 Implementation 
Flexmeter is a distributed platform that collects and integrates heterogeneous information of 

multiple energy vectors (e.g. electricity, water, gas and heating). Smart meters send data to 

Flexmeter through the Internet. Thus, they become IoT (Internet-of-Things) devices. In this 

view, Flexmeter provides features to: i) integrate heterogeneous devices; ii) correlate data of 

different utilities; iii) provide advanced services to end-users. Flexmeter has been developed 

following the microservices approach. This is a recent practice in designing distributed 

architecture that can be defined as an approach to develop a single application as a suite of 

small services, each running in its own process and communicating with lightweight 

mechanisms. These services are small, highly decoupled and focus on doing a small task. This 

increases the flexibility and maintainability of the whole architecture. As shown in Figure 1, it 

is a four-layered architecture with: i) a Device Integration Layer, ii) a Middleware Layer, iii) a 

Back-end Services Layer and iv) an Application Layer.  

 

Please refers to Deliverable D4.6 for more information on the design and development of the 

Flexmeter platform. 
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Figure 4. Architectural schema of Flexmeter Platform 

5.2 Deployment considerations 

5.2.1 Cloud requirements  

 

The Flexmeter infrastructure was designed following the microservices appeach, by design 

this provides several advantages in the deployment approach and can cope with multiple 

deployments strategies. 

 

Microservices from Flexmeter infrastructure are design to work individually and the 

communication with other services is done over messaging system and REST API. With this 

approach, each microservices can operate in different location but in total acting as a single 

platform. 
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Figure 5. Cloud deployment 

Figure 5 presents the general overview on service deployment into a cloud environment. Main 

requirements for services is the connection to the database. 

 

5.2.2 Deployment strategy 

Taking in account the method of splitting the application in microservices running 

individually, the deployment process can be spitted in two categories: i) Single service and ii) 

Multiple Services, as described in the following sections. 

 

 

 
Figure 6. Service deployment 
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5.2.2.1 Single service 

This approach (shown in Figure 7) deploys all the modules on a single service (Virtual 

Machine) and all the service will share same virtual resources. This case is used in general for 

development purpose in order to work in a single environment.  

 

Single service deployment is most suitable for classic server deployment where the 

application runs on the same machine on a single application server, all request and responses 

are managed by the same machine. 

 

Main problem with this approach is the resource sharing, in some cases requires the upgrade 

of the physical machine in order to cope with the process requirements. Maintenance and 

updates into the physical and operating system requires dropping the application on the 

running process. 

 

Advantage of single process deployment is the speed of communication, modules running 

over the same application server will not encounter any drops in response and 

communication, this will reflect in the backend process and user response. From security 

reasons this is less susceptible at message interceptions, all services running behind a firewall 

blocking connections from outside the machine into them, the only connection being over the 

Hypertext Transfer Protocol (HTTP) 80 port. 

 

 
Figure 7. Single service deployment 

 

5.2.2.2 Multiple services  

 

This approach (shown in Figure 8) uses different services for each module of the application. 

Modules communicate over REST API with each other or by messaging system, 

configuration for each module is required in order to figure out the communication. 

Resources are not shared between the modules. Each module has the whole range of resources 

available. The resource management is processed by the host operating system in case of 
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single machine virtualization, or is simply provided to the application server in case of 

individual physical machines. 

Advantages of this approach are the disposal of resources for modules, maintenance of the 

physical machine or the operating system will not affect the whole application. 

Disadvantages are generated by the communication process over the network that connects 

these machines, in this case high security measures are required in order to avoid any 

interrupts in connection. 

For cloud deployment, the multi service deployment is recommended. It is the most 

comfortable regarding resources distribution. 

 

 

 
Figure 8. Multiple service deployment 

 

 

5.2.3 Running requirements 

The Flexmeter services are built in Java and must be run on a Java Virtual Machine. Modules 

must run in a server that manages the resources, response, requests and connection to the 

database. Application server will link the FlexMeter modules to the Java Virtual Machine. 

 

 
Figure 9. Running architecture 

The JVM (Java Virtual Machine) will ensure all the resource requirements for the modules, 

thread allocation and connection over the network, along with connection with the operating 
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system. The architecture of the Flexmeter solution is operating system independent, this 

ensures the possibility of running the application on different type of operating systems that 

offer support for Java Virtual Machine. 

 

5.2.3.1 Hardware architecture  

From the point of hardware architecture, the Flexmeter infrastructure is design to run on x86 

architecture on 32 or 64 bit environment.  

 

Architecture  Mode Memory registry  Java Virtual Machine 

x86 32-bit  Max 4Gb 1.7 or less** 

64x86 64-bit 4Gb or more 1.7 or newer  

 

Depending on the hardware architecture the deployment strategy will condition the allocation 

of physical resources onto the Java Virtual Machine. 

 

**The minimal version for Java Virtual Machine is 1.7, previous versions will generate 

conflicts and stability issues because of newer functionalities. 

 

5.2.3.2 Memory allocation 

Regarding of the deployment strategy the memory allocation is conditioned by the quantity of 

information that needs to be processed by each module. Constraints of running modules are 

only on volatile memory (RAM), storage memory is not a concern as soon as is not restricting 

the deployment and modules sizes. 

 

Mode Deployment strategy Memory allocation CPU cores allocation 

32-bit Multiple service max 2Gb 1 core 

N/A N/A  

64-bit Single services 2Gb or more 2+ cores 

Multiple services 2Gb or more 2+ cores 

 

Memory allocation is strongly linked with the mode of the machine that is running on. This 

can limit physical resources resulting in less performance. 

Persistent storage must not restrict the size of the application modules, in resizing the 

persistent memory is taken in consideration the application server, needs for the system and 

the expansion of the module.  

Depending on the type of file system used, the persistent storage (HDD) will accept different 

file size, this can create issues if the used file system is restricting the maximum size capacity 

of the files. 

 

FS Name Year Introduced Original OS Max File Size Max FS Size Journaling 

FAT16 1983 MSDOS V2 4GB 16MB to 8GB N 

FAT32 1997 Windows 95 4GB 8GB to 2TB N 

HPFS 1988 OS/2 4GB 2TB N 

NTFS 1993 Windows NT 16EB 16EB Y 

HFS+ 1998 Mac OS 8EB ? N 
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UFS2 2002 FreeBSD 512GB to 32PB 1YB N 

ext2 1993 Linux 16GB to 2TB4 2TB to 32TB N 

ext3 1999 Linux 16GB to 2TB4 2TB to 32TB Y 

ReiserFS3 2001 Linux 8TB8 16TB Y 

ReiserFS4 2005 Linux ? ? Y 

XFS 1994 IRIX 9EB 9EB Y 

JFS N/A AIX 8EB 512TB to 4PB Y 

VxFS 1991 SVR4.0 16EB ? Y 

ZFS 2004 Solaris 10 1YB 16EB N 

 

 

• Minix The oldest, presumed to be the most reliable, but quite limited in features (some 

time stamps are missing, at most 30 character filenames) and restricted in capabilities 

(at most 64 MB per filesystem). 

• Xia A modified version of the minix filesystem that lifts the limits on the filenames 

and filesystem sizes, but does not otherwise introduce new features. It is not very 

popular, but is reported to work very well. 

• ext3 The ext3 filesystem has all the features of the ext2 filesystem. The difference is, 

journaling has been added. This improves performance and recovery time in case of a 

system crash. This has become more popular than ext2. 

• ext2 The most featureful of the native Linux filesystems. It is designed to be easily 

upwards compatible, so that new versions of the filesystem code do not require re-

making the existing filesystems. 

• Ext An older version of ext2 that wasn't upwards compatible. It is hardly ever used in 

new installations any more, and most people have converted to ext2. 

• Reiserfs A more robust filesystem. Journaling is used which makes data loss less 

likely. Journaling is a mechanism whereby a record is kept of transaction which are to 

be performed, or which have been performed. This allows the filesystem to reconstruct 

itself fairly easily after damage caused by, for example, improper shutdowns. 

• Jfs is a journaled filesystem designed by IBM to to work in high performance 

environments> 

• XFS was originally designed by Silicon Graphics to work as a 64-bit journaled 

filesystem. XFS was also designed to maintain high performance with large files and 

filesystems. 

• Msdos compatibility with MS-DOS (and OS/2 and Windows NT) FAT filesystems. 

• Umsdos extends the msdos filesystem driver under Linux to get long filenames, 

owners, permissions, links, and device files. This allows a normal msdos filesystem to 

be used as if it were a Linux one, thus removing the need for a separate partition for 

Linux. 

• Vfat this is an extension of the FAT filesystem known as FAT32. It supports larger 

disk sizes than FAT. Most MS Windows disks are vfat. 

• Nfs a networked filesystem that allows sharing a filesystem between many computers 

to allow easy access to the files from all of them. 

• Smbfs a networks filesystem which allows sharing of a filesystem with an MS 

Windows computer. It is compatible with the Windows file sharing protocols. 

• Hpfs The OS/2 filesystem. 
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• Sysv SystemV/386, Coherent, and Xenix filesystems. 

• NTFS the most advanced Microsoft journaled filesystem providing faster file access 

and stability over previous Microsoft filesystems [1]. 

5.2.3.3 Thread allocation 

Flexmeter infrastructure implements thread pool administration for different process into the 

microservices. Depending on the type of processor information, the microservice will adjust 

the maximum number of threads for each core. 

 

 Number of thread per CPU Generation 

Minim 4  Dynamic 

Maxim 100 Dynamic 

 

 
Figure 10. Running thread and core running window 

 

Thread management is done by Java Virtual Machine accordingly to the load over the CPU, 

each thread will get a running time window on the CPU at one time. The construction of the 

Flexmeter insfrastructure does not block the CPU with one thread, by design a thread is 

spitted over several running time windows. By this approach, the CPU will run several 

threads in parallel. 

 

This approach described above treats only a core CPU, the thread pool implementation is 

designed to work on machines that provides more core CPU-s on a single chip. 

Starting from a point of minimal threads started, the service will increase the number of 

threads until the maximum allowed, this avoids the over throttle of the CPU with threads, that 

can generate more response times or deadlocks.  

 

If a tread gets blocked by some reasons, the thread pool implementation will shut-down that 

particular threads after a specific time period. This avoids the congestion on the CPU with 

blocked threads 
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5.2.4 Application server 

Flexmeter infrastructure is designed to run over application server. This will provide all the 

requirements of resources and connection to the database. 

 

 
Figure 11. Application server general view 

 

As for the application server, according to our definition, an application server exposes 

business logic to client applications through various protocols, possibly including HTTP. 

While a Web server mainly deals with sending HTML for display in a Web browser, an 

application server provides access to business logic for use by client application programs. 

The application program can use this logic just as it would call a method on an object (or a 

function in the procedural world). 

 

Figure 12. Application server service requests 

Requests will target a resource on the application server, the processes inside will manage the 

request and will serve. For the web portal, the response will be HTML, CSS and JavaScript, 

by processing the HTML code the client browser will request some resources form the 

repository. 

 



FLEXMETER 646568      D6.3 Report on system deployment and data collection          H2020-LCE-2014-3 

 

Page 20 

Such application nts can include GUIs (graphical user interface) running on a PC, a Web 

server, or even other application servers. The information traveling back and forth between an 

application server and its client is not restricted to simple display markup. Instead, the 

information is program logic. Since the logic takes the form of data and method calls and not 

static HTML, the client can employ the exposed business logic however it wants. 

In most cases, the server exposes this business logic through a component API, such as the 

EJB (Enterprise JavaBean) component model found on J2EE (Java 2 Platform, Enterprise 

Edition) application servers. Moreover, the application server manages its own resources. 

Such gate-keeping duties include security, transaction processing, resource pooling, and 

messaging. Like a Web server, an application server may also employ various scalability and 

fault-tolerance techniques [3]. 

Java Application server Recommended 

Tomcat Recommended for Flexmeter application 

Glassfish N/A 

Weblogic N/A 

JBoss N/A 

Jeddy N/A 

 

 
Figure 13. Application server process request [2] 

The application server is constructed from a group of modules that will analyse the client 

requests and will construct an answer. Response of the application is formatted in JSON 

format, as the JSON format is a standard format of communication between REST 

applications. 

In case of miss-operation of a module that is being called the application server will generate 

an error. Errors can be pushed as messages or logged under the system.  
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5.2.5 Possible issues and solutions 

In Flexmeter, communication between the different modules in the four layers (see Figure 9) 

is crucial in serving the correct information to users. By architecture design, applications via 

the Back-end Services Layer will execute queries to the Middleware Layer in order to collect 

data for users. In some cases, the communication with the Middleware Layer can be broken 

from several causes: 

 

Query takes too long to process 

For some cases, where the application will request some data, that will take too long to 

process, in general if background process for the specific query is running at the same time. 

 

Fail to provide response 

If the Middleware Layer is doing intensive background processes, it can fail to provide a 

response for a request. 

 

The system is under maintenance 

In this case, the system can be shutdown and no request will get an answer. 

 

Solution  

Flexmeter infrastructure implements a caching system, for all data that needs to be served to 

the client. For each request, the system will cache at the databases level the result of the 

request and the processed data. 

 

 
Figure 14. Caching system 

The caching system is also used as a fast serving information for the user. Each request 

generates a query into the Middleware Layer, but the response consists on the data that is 

stored in the local database. The generated query will be executed in an asynchrony manner, 

updating the data from the local database. 

6 Data for evaluation of the Flexmeter platform 

The Flexmeter Platform is described in detail in deliverable “D4.6 Report on Software 

Platform Development”. 

 

The cloud deployment of the Flexmeter Platform in the field was divided into eight steps: 

 

Step 1:  MQTT Broker (mosquitto) installation and testing 
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Step 2:  Non Relational Database (MongoDB) installation and testing 

Step 3:  Flexmeter platform cloud deployment and testing 

Step 4: Software communication with the platform interface testing 

Step 5: Hardware communication with the platform interface testing 

Step 6: Tenants creation and deployment for each pilots and simulation platform 

Step 7: Device Provisioning 

Step 8: Platform Maintenance 

 

During these steps, we encountered different issues as reported in the following: 

1. During the installation of the MQTT Broker we decided to use a TLS Encryption to 

guarantee encryption of information and mutual authentication between the platform 

components. An upgrade of the software and hardware MQTT libraries with a public 

certificate has been needed to connect with the broker. 

2. During the installation and testing of various open source non relational databases we 

decided to use MongoDB. MongoDB is a free and open-source cross-platform 

document-oriented database program designed for Big Data management. Classified 

as a NoSQL database program, MongoDB uses JSON-like documents with schemas. 

MongoDB supports field, range queries, regular expression searches. Fields in a 

MongoDB document can be indexed with primary and secondary indices. It provides 

high availability with replica sets. A replica set consists of two or more copies of the 

data. Each replica set member may act in the role of primary or secondary replica at 

any time. All writes and reads are done on the primary replica by default. Secondary 

replicas maintain a copy of the data of the primary using built-in replication. When a 

primary replica fails, the replica set automatically conducts an election process to 

determine which secondary should become the primary. Finally, it is able to scale 

horizontally using sharding. The user chooses a shard key, which determines how the 

data in a collection will be distributed. The data is split into ranges (based on the shard 

key) and distributed across multiple shards. A shard is a master with one or more 

slaves. MongoDB can run over multiple servers, balancing the load or duplicating data 

to keep the system up and running in case of hardware failure. 

3. During the Flexmeter Platform development, we take into account various aspect: 

a. Multiple Event Source (MQTT subscriber) and Command Destination (MQTT 

publisher) to avoid loose of packet received and commands to be sent;  

b. Multiple Inbound and Outbound processor to avoid congestion of packet 

queues during both operation of receiving measurements and alerts or sending 

commands to hardware and software device; 

c. Communication engine optimized to interface with the MongoDB instance; 

Flexmeter Platform Deployment Gantt 

Steps First Year Second Year Third Year 

7 8 9 10 11 12 13 14 15 16 17 18 19 20 21 22 23 24 25 26 27 28 29 30 31 32 33 

1                            

2                            

3                            

4                            

5                            

6                            

7                            

8                            

                                                    Stable Flexmeter Platform Deployment 
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d. Device Management and a Device Asset module to ensure provisioning of 

devices with an assets to link hardware with a person, an house and a location; 

e. Strong REST API Interface Manager to retrieve from the northbound interface 

of the Flexmeter Platform every information needed by applications and 

services. 

4. During the maintenance of the Flexmeter platform, we experienced 2 main problem: 

a. We needed an extension of the storage capabilities of the cloud due to the big 

amount of data retrieved from pilots and simulations that occupied all the 

virtual available hard disk; 

b. With the growth of the dimension of the database, we experienced problems 

with data retrieval of measurements. Considering that each device sends 86400 

measures per day, a query (if not optimized) to the database from applications 

and services (application layer) could take a long-time interval. To avoid extra 

charge of the REST API Interface and the database, we enhanced the Back End 

functionalities by developing specific micorservices for data aggregation and 

access that allows APIs to retrieve aggregated data. A routine permits to 

retrieve short interval of measurements for each device from the database and 

compute the necessary aggregation (time). These aggregation results are stored 

in an external database accessible through REST-like HTTP interface. 

7 Real-time simulations as evaluating platform  

WP6 includes the development of a simulation engine that will help the analysis of the 

scalability of the FLEXMETER solution on a larger scale. 

 

The simulation helps also (and specially) the testing of services that cannot be implemented in 

pilots, such as fault and outage detection and location, storage, etc.. Note that D6.1 is about 

the simulation engine, so here the focus is not on the simulator itself, but on the data used to 

feed the simulator. 

In parallel to the deployment of the smart metering infrastructure on the Turin and Malmö 

pilots, and their integration with the Flexmeter platform, real-time simulators are used as 

distribution grid emulators in order to test those use cases that, for practical reasons, cannot be 

implemented in the real pilots. The in-depth description of the simulation engine is provided 

in Deliverable D6.1. Here, for the sake of completeness, a short overview of the real-time 

simulation platform is reported, together with its functionalities, its integration with the cloud 

platform and the description of the data derived from the pilots that are considered to emulate 

the grid behaviour in a way as realistic as possible.  

 

Real-time simulators are powerful computers composed of special hardware and software 

designed to study the electromagnetic phenomena associated to the operation of the electric 

grid in real-time. To this purpose, processors solve the system equations characterizing the 

built model at very high speed, allowing achieving time resolutions in the order of the 

microseconds. Thanks to this feature, real-time simulators can be adopted to study the electric 

system behaviour both in steady state and in transient conditions. This, in turn, allows 

emulating and testing any type of electric system phenomenon, going from classical power 

flow analysis to the study of the system dynamics due to fault conditions or other transients. 

Real-time simulators are also composed of specific I/O (input/output) modules, which permit 

their interconnection with the external world. This allows in particular: 1) the communication, 
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as output, of the quantities of interest for the simulated electric system; 2) the reception of 

external signals, and their integration in the simulation, e.g. in order to change the status or 

the parameters of some network components. Thanks to the I/O interface, real-time 

simulations can be thus integrated with external algorithms or software components to create 

the so-called software-in-the-loop simulations. Signal can be also exchanged (both in input 

and in output) in analog form, thus giving the possibility to also connect hardware devices to 

the simulation and to put in place the so-called hardware-in-the-loop or power-hardware-in-

the-loop simulations.  

 

In this project, several use cases need to be analysed and tested by means of real-time 

simulations due to the impossibility to deploy the use case scenario or to replicate the testing 

conditions in the real world. Among these, it is possible to mention the storage management, 

demand response and demand side management use cases, whose real implementation is 

currently not yet possible due to the lack of infrastructure or of a proper regulatory 

framework. Other use cases, like the fault location and identification use case, instead, cannot 

be tested in the field due to obvious reasons. To evaluate these use cases, the emulation of the 

real scenario in a real-time simulation environment represents the best solution to overcome 

the practical limitations given by the real grids and to obtain an equivalent virtual pilot.  

 

Figure 15. Schematics of the real-time simulation set-up 

Figure 15 shows the main components considered for the real-time simulation set-up. The 

first, crucial element of the platform is the distribution grid model implemented in the 

simulator. Obviously, to achieve realistic and reliable results during the use case evaluation 

process, the distribution grid scenario needs to be as close as possible to the real one. To this 

purpose, the data of the pilots have been taken into account to model MV and LV grids 

similar to the real distribution networks in terms of both topology and line parameters. Since 

the tested use cases significantly differ in terms of requirements (some of them need an 

accurate modelling down to the single household, others only focus on the possible effects at 

the MV grid level, and so on), different distribution grid models are used depending on the 

particular use case. In any case, whenever possible, the data of the real pilots have been taken 

as a reference for the used models. The modelling of the distribution system scenario does not 

only imply the modelling of the physical grid but also the realistic representation of its typical 

operating conditions. Since in all the use cases the starting data used to enable the service at 

the application layer come from the end-user smart meters, a realistic representation of the 

power consumption profile at the household level has to be considered. As better described in 

the Deliverable D6.1, an ad-hoc designed generator of random power profiles for residential 

customers has been used to this purpose, which relies on the consumption patterns of real 
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appliances (with fine-grained time resolution) collected both in this project (e.g. for the 

development of the NILM services) and in other similar research contexts. 

 

Similarly to the real pilots, measurement information equivalent to those of the smart meters 

can be extracted from the real-time simulation and sent to the cloud. To this purpose, a 

simulation controller acts as an interface for the collection of the required measurements from 

the simulation environment. Then, like for the pilots, specific Device Integration Adapters 

(DIA) are developed, whose task is to take the measurement information provided by the 

virtual smart meter and to translate it into the data format used in the Flexmeter cloud 

platform. Thus, from the point of view of the integration of the real-time simulation with the 

cloud platform, the same considerations applicable to the real pilots still hold. In fact, the 

same interface is used to enable the communication from the device layer to the middleware. 

Measurement information are then forwarded to the applications that are subscribed to the 

specific topic, or made available in the cloud databases. On the other side, the reception of 

possible commands produced by the services at the application layer passes through the cloud 

infrastructure and then is taken from the DIA (both the command/response and the 

publish/subscribe paradigm can be adopted, depending on the specific requirements of the 

considered use case). Once the command is unwrapped and available in the real-time 

simulation interface, it needs an ad hoc software controller for the translation into a 

corresponding action for the real-time simulation. This task is accomplished by the simulator 

controller, which therefore guarantees to close the loop between simulation and service under 

test. Examples of applicable commands include opening/closing commands for switches in 

the grid, the charge/discharge command for a storage system, the curtailment of power for 

some consumers due to a demand response request, etc.  

 

Through such a platform, therefore, realistic distribution grids can be emulated, and new 

services and applications can be tested to evaluate their possible benefits in view of a 

potential implementation in the field. At the same time, this platform also allows testing the 

capabilities, strengths and weaknesses of the deployed cloud system (e.g. in order to identify 

potential critical issues) without using real data (for which privacy implications and 

restrictions need to be considered). 
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8 Conclusion  

In this deliverable we reported the final installations in the project pilots, as they are finally 

established during the project execution. We also summarize the final processing performed 

on data, considering the use cases defined. We finally discuss the implementation of the 

FLEXMETER platform for metering services, highlighting the final version which accounts 

for practical issues and problems encountered during actual deployment. We conclude that 

while some of the foreseen metering HW could not be installed, we have a consistent number 

of installations both in Turin and Malmoe. Concerning the platform, its structure has been 

adapted to make it suitable to handle the various data from real meters and from the simulator.  

The final platform deployment allows to evaluate the defined use cases, both related to real 

meters and the simulator. Results of the evaluation will be reported in D6.4 and in the final 

report. 
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