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 Executive Summary 1

The implementation of smart meter services and demand response algorithms can lead to significant 
benefits for both end users and utilities by a more efficient management of the energy consumptions. Energy 
providers could better manage the peak demands and better satisfy the aggregated demand curve (i.e. 
avoiding blackouts due to high peak demand). In fact, the use of additional plants to face peak demand could 
be reduced, hence decreasing the production costs and reducing the risk of jeopardizing the reliability of the 
infrastructure systems.  

As mentioned in Deliverable D4.3., the Energy Aggregator Platform DR module is expected to react to 
events inducing an excess/lack of energy consumption and has to provide a list of appliances to be switched 
off in order to restore a feasible energy consumption at a Substation Unit level and minimize the discomfort 
of the customers participating to the DR process. This part is depicted in Section 2. On the other hand, an 
analysis on how to handle Energy Storage via batteries to decrease/mitigate energy demand fluctuation is 
considered in Section 3. In that section we describe the evolutionary policy that controls the batteries and we 
justify the choice of this kind of policy. Further, we present some computational results and we describe the 
simulator that we build in order to test the methodology.   

This deliverable describes the Demand Response module designed during the task activities. T4.4 had 
strong collaboration with T4.3 for the integration of the designed algorithm within the Energy Aggregator 
Platform. 
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 Introduction 2

Flexmeter Platform is a cloud-based smart multi metering infrastructure. The proposed architecture is in 
charge to manage smart meters of different utilities (e.g. electricity, water, heating and gas) providing 
features to register new devices, to enable a real-time bidirectional communication with deployed smart 
meters along the distribution network, to aggregate and correlate such energy related information, to perform 
(near) real-time data processing and to provide a set of API and tools to access devices and post-processed 
information. Summarizing all the functionalities, the main purpose of this smart metering architecture is 
enabling and fostering new services to make a more reliable and secure network management. Figure 1 
presents the architectural schema of the Flexmeter Platform, which consists of the following three layers 
(more details will be provided in D4.6 due to M33). 

• Device Integration Layer 

Flexmeter platform deals with heterogeneous devices that exploit different communication protocols (e.g. 
IEEE 802.11, ZigBee, SCADA or 6LowPan). The Device Integration Layer is the lower layer of the proposed 
infrastructure that is in charge of integrating such heterogeneous technologies into the platform. this layer 
integrates also Real-Time Digital Simulators, such as RTDS and Opal RT in order to perform off-line testing 
and validation of the Flexmeter services (here including the Demand Response services described in this 
Deliverable). 

• Middleware Layer 

The Multitenant IoT (Internet-of-Things) Platform Layer is composed by several software components acting 
together to allow MQTT communication with the heterogeneous devices, to receive, control and store 
measurement messages and to provide REST APIs to access data, devices, assets and maintenance 
operations. The Message Broker provides an asynchronous communication through MQTT, which is a 
publish/subscribe protocol to send data in (near-)real-time. This approach decouples network traffic between 
information producers and consumers increasing the scalability of the whole infrastructure. The Message 
Broker is also in charge of routing all events to the Communication Engine. In its core, the Communication 
Engine consists of other two blocks: i) Event Sources and Inbound Pipeline; ii) Commands Destination and 
Outbound Pipeline. The Event Source receives messages from the Message Broker, checks the integrity 
and push them into the Inbound Pipeline. Inbound Pipeline manages message network traffic spikes to 
relieve the database interface from congestion and to ensure the measurements storage. Instead, the 
Outbound Pipeline receives command requests from the REST API interface or from internal routine, 
manages command traffic spikes to ensure command delivery and pushes them into the right Command 
Destination. Command Destination encapsulates the command in JSON format, chooses the right topic to 
reach the selected device and sends the message to the Message Broker. Data Storage is an interface 
designed to integrate different non-relational database models (e.g. document oriented or time series). This 
approach helps in scalability and clusterization keeping independent the cloud infrastructure from the low-
level database management systems. Device Management handles the interactions between devices and 
application layer. Asset Modules manages different information regarding people, places and things that are 
called assets in Flexmeter. The main asset represents physical location of electric smart meters. It contains 
all of the core asset management calls including CRUD (Create, Read, Update, Delete) methods for asset 
categories and assets. Finally, REST API Interface Manager provides REST API to access information and 
manage entities or devices in the infrastructure. All REST calls are subject to authentication to check if the 
user is authorized in performing operations. 

• Application Layer 

The Application Layer offers the interface for different applications to design complex services.  
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The Demand Response algorithms presented in the following Chapters are indicated in Figure 1 with a red 
dot circle to highlight their position in the overall Flexmeter platform. The integration of these algorithms in 
the Flexmeter platform allows transforming them into accessible energy management services.  
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Figure 1 - Flexmeter Platform and Demand Response Algorithms encapsulation 
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 Demand Response Manager	3

Within the smart-home paradigm, where the goal of an efficient management of the buildings energy 
consumptions is a strong component, the energy providers are requested to manage peak demands while 
satisfying an aggregated demand curve in order to avoid blackouts due to high peak demands. In this 
context, it can be required to shut down several home appliances whenever a Demand Response event for 
overall exceeding energy consumption is identified. This task is accomplished by the Demand Response 
Module.  

 Problem description  3.1.

The Demand Response Module, as stated before, should react to events of overcapacity energy 
consumption providing a real time list of appliances to be switched off to restore a feasible (desirable) energy 
consumption. In particular, in case the sum of appliances electrical absorption exceeds a predetermined 
value, the Demand Response Module should calculate the amount of energy to cut off and identify the 
appliances to be switched off to minimize a function of discomfort for users. The discomfort function is made 
up of two parts. The first considers the number of building units involved in the shutdown. It is desirable to 
include in the cut off list the least number of houses to induce the most limited global discomfort among all 
users. Moreover, among the selected building units, it is important to deactivate the least number of 
appliances to limit discomfort for the selected users. This corresponds to select the best appliances to be 
shut down taking into account their relevance and their energy consumption and the goal is to minimize the 
houses involved in this shut down. 

This problem can be seen as a reformulation of special case of a well-known combinatorial optimization 
problem, namely the Knapsack Problem with Setups (KPS).  

KPS can be expressed as follows. A set of N families of items is given together with a knapsack with 
capacity b. Each family i є {1..N} is composed of ni items and characterized by a non-negative integer fi  that 
represents the family setup cost and a non-negative integer di  that represents the family setup capacity 
consumption, respectively. Each item j є {1.. ni}  of a family i presents a non-negative integer profit pij and a 
non-negative integer capacity consumption wij. The goal is to maximize the total profit of the selected items 
minus the fixed costs incurred for setting-up the selected families without exceeding the knapsack capacity 
b.  Let associate to each item j  of family i  a binary variable xij such that xij = 1 if item j  of family i  is placed in 
the knapsack, else xij = 0. Also, let associate to each family i a binary variable yi  such that yi =1  if the 
knapsack is setup to accept items belonging to family i , else yi =0. KPS can be formulated as follows. 
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Here, the objective function maximizes the sum of the profits of the selected items minus the costs induced 
by the selected families. The capacity constraint guarantees that the sum of weights for items and families 
does not exceed the capacity value b. Constraints ensure that an item can be chosen if and only if the 
corresponding family is activated. Finally, last constraints indicate that all variables are binary. 

The Demand Response problem is a special case of the KPS in the sense that KPS is a generalization of the 
Demand Response, in fact, in this latter case di =0, for all i є {1..N}. By denoting as families the houses 
(building units) that we do not want to be affected by the shut down and as items their appliances, we derive 
the application of KPS. 

KPS has many applications of interest such as make-to-order production contexts, cargo loading and 
product category management among others and more generally for allocation resources problems involving 
classes of elements (see, e.g., [2]).  Several variants of KP have been tackled in the literature. We refer to 
the work in [5] for a survey on non-standard knapsack problems.  

In [1], the authors propose a pseudo-polynomial time dynamic programming approach and a two-phase 
enumerative scheme. Given the pseudo-polynomial time algorithm of [1], and since KPS contains KP as a 
special case, i.e. when the number of families is equal to 1, KPS is NP-hard in the ordinary sense.  In [8], a 
survey on the literature of the KPS variants is provided and a branch and bound scheme is presented. In [9], 
a branch and bound algorithm is devised for KPS. The current state of the art exact approach for KPS is the 
one in [2] where an improved dynamic programming procedure is proposed capable of solving to optimality 
instances with up to 10000 items even though requiring in some cases non-negligible CPU times. In the 
context of Flexmeter project, we seek for a fast solution approach capable of computing always in very short 
time the related solution. 

 Solution approaches 3.2.

Two main solution approaches have been devised for the problem. A first exact solution approach follows 
the standard search tree paradigm strongly exploiting the structure of the problem and the related mixed 
integer linear programming (MILP) formulation of the problem. The exact approach is shown to be able to 
find in very short time the optimal solution of the problem requiring in the worst-case instance with 10000 
items approximately 8 seconds on an Intel i5 CPU @ 3.3 GHz with 4 GB of RAM. Since the KPS generalizes 
the Demand Response problem, the complete model has been tackled in this case. Then, in order to get 
instant time solutions generated by a self-consistent procedure not requiring the use of ILP solvers, a second 
faster heuristic approach is introduced.  



 D4.4 Report on Demand Response Algorithms  

 

– 10 – 
FLEXMETER is a project co-funded 
 by the European Union 
 

This latter approach is based on the greedy framework and strongly relies on the lexicographic importance of 
buildings vs appliances. Also, the requirement of mathematical programming solvers is avoided here and the 
Demand Response problem is exclusively considered. 

 Exact Algorithm description  3.3.

Let denote by KPSLP the continuous relaxation of KPS1. It is known [18] that there exists at least one optimal 
solution of KPSLP where there is at most one fractional variable yi while there are typically many fractional 
variables xij. The proposed approach aims at exploiting the structure of KPS, where the set of variables is 
partitioned into two levels, variables yi (first level variables) and variables xij (second level variables). The 
practical hardness of the problem comes from these two sets of variables that must be properly combined to 
reach an optimal solution. At the same time, once the families are chosen, KPS boils down to a standard KP. 
Even if KP is known to be weakly NP-Hard, in practice it is well handled by nowadays ILP solvers (for a 
comprehensive survey, see [3], [6], and [7]). Here, as the selection of the families induces problems that are 
tractable in practice, we focus on an efficient exploration of the solution space defined by the first level 
variables. In particular, we propose an exact approach based on the idea of identifying the exact number of 
families that may lead to an optimal solution and seek for solutions within this range. Three main steps are 
involved. In the first step an initial feasible solution is computed and a standard variables fixing procedure is 
applied by means of the reduced costs of the non-basic variables in the optimal solution of the continuous 
relaxation of the problem.  

The second step concerns the detection of the range of the possible optimal number of families. This leads 
to the identification of sub-problems that are tackled in the third phase. We use an ILP solver (CPLEX 12.5) 
along the procedures of our approach. In the following subsections we describe the three steps of the 
approach whose pseudo code is presented in Algorithm 1. 

 Initial feasible solution computation and variables  3.3.1.

We start by considering KPSLP where, in addition, we require the sum of the selected families to be integer. 
Thus, we get the following model (denoted by KPS2). 
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Here, the integrality constraints on variables xij and yi of KPS1 are replaced by the inclusion in [0,1] while 
constraint (7) forces the sum of the families to take an integer value through the integer variable k. The 
optimal solution of this problem gives an upper bound on the KPS optimum. Moreover, the optimal value of 
k, denoted by k*, provides a first guess on the total number of families to include in a solution. Then, we 
consider again model KPS1 with the additional constraint that the number of the families to activate is fixed to 
a value S and we remove the integrality constraints on variables xij only. Correspondingly, we get hereafter 
the following model (denoted by KPS3). 

 

We may expect that problem KPS3 is easy to solve as only the yi variables are binary and the number of 
families is relatively limited. Further, the solution space is restricted to the hyperplane representing the sum 
S expressed by constraint (12). This argument shows up to hold in practice. We first solve KPS3 by setting S 
= k*. The optimal solution provides a feasible combination of yi, denoted by 0/1 vector y’. If we consider the 
combination y’ in KPS1, we induce a KP with the capacity constraint and objective function modified 
according to the setups of the families. For the sake of simplicity, hereafter we refer to 

 

as the standard knapsack problem related to any specific combination of families encoded by vector y’. 
Solving KPS1(y’) provides a first feasible solution for KPS. Let denote this solution by LB’ = zopt(KPS1(y’)). 
These parts of the approach are sketched in lines 2--6 of Algorithm 1. 

Then, we solve KPSLP. Let indicate the optimal value of KPSLP by zopt (KPSLP) and the optimal values of 
variables xij and yi by xij

LP and yi
LP respectively. Let rxij and ryi be the reduced costs of non-basic variables in 

the optimal solution of KPSLP. We apply then standard variable-fixing techniques from Integer Linear 
Programming. It is well known that, if the gap between the best feasible solution available and the optimal 
solution value of the continuous relaxation solution is not superior to the absolute value of a non-basic 
variable reduced cost, then the related variable can be fixed to the value it has in the continuous relaxation 
solution. Correspondingly, we evaluate the reduced costs of all non-basic variables in the optimal solution of 
KPSLP. Then, the following constraints are added to the models (lines 7-8 of Algorithm 1):  
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 Identifying the relevant sums of the families  3.3.2.

Given the first solution LB’, the number of families in an optimal solution can be bounded straightforwardly by 
solving two continuous problems. More precisely, we minimize and maximize Pyi subject to constraints (2), 
(3) and to an additional constraint ensuring that the total profit must be strictly greater than the current 
solution value. The corresponding ILP formulations (denoted by KPSmin and KPSmax respectively) are as 
follows. 

 

Ceiling and flooring the optimal solution values of the above problems yield Smin = ceiling(zopt(KPSmin) and 
Smax = floor(zopt(KPSmax)), namely the lower and upper bound on the number of families possibly leading to 
an optimal solution of KPS. The second step of the approach is summarized in lines 9—12 of Algorithm 1. 

 Solving subproblems  3.3.3.

The third step consists in exploring sub-problems for the possible values of S in the range [Smin; Smax]         
(for-loop in lines 13-24 of Algorithm 1). 

For each sub-problem we first solve KPS3 and find a combination of families y as in paragraph 3.2 (lines 14-
15 of Algorithm 1). Then we solve KP S1(y) and if its optimal value is greater than the current best feasible 
solution value, we update the latter one (lines 17-20 of Algorithm 1). We solve to optimality a KP, but indeed 
y is not guaranteed to be optimal for KPS1. So we search for another possible combination of yi within the 
sub-problem by adding to KPS3 the constraint. 
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This is a cut in the solution space imposing that at least one of the families of the previous combination must 
be discarded. We solve KPS3 with one more constraint and apply the same procedure until the upper bound 
provided by solving KPS3 is not superior to the current best solution value or the problem becomes infeasible 
(while-loop in lines 16-23 of Algorithm 1). We note that KPS3 can turn out to be difficult to solve as long as 
further constraints on variables yi are added. Nevertheless, additional cuts showed up to be reasonably 
limited. Once all sub-problems have been investigated, an optimal solution of KPS is obtained. 

 

We note in Algorithm 1 that steps 1-12 are executed only once, requiring the solution of problems KPS2, 
KPS3, KPS1 (y’), KPSLP , KPSmin and KPSmax and the variable fixing induced by constraints (16, 17). Also, 
the for-loop in lines 13-24 is repeated [Smax - Smin+1] = O(N) times where in each iteration KPS3 is solved 
once and then the while-loop in lines 16-23 is iteratively applied requiring the solution first of KPS1(y) and 
then of KPS3 until UB ≤ Best. Thus the bottleneck of the algorithm is indeed the total number of times the 
while-loop is executed which could be potentially large but computational testing indicates that this number is 
very small in practice (never superior to 33 for instances with up to 100000 items). 
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 Greedy Algorithm description 3.4.

The solution approach is based on a two-stage greedy algorithm specifically designed for this application 
whenever a Demand Response event for overall exceeding energy consumption is identified. The developed 
algorithm works in the following way: once a Demand Response (DR) event happens, the module reads all 
working appliances’ starting times in every building units considered in the specific scenario and computes 
the overall energy consumption from the DR event timestamp on to a desired time horizon (ex: 15, 30 or 60 
minutes). This task is accomplished knowing the appliances’ power profiles filed by the Energy Aggregator.  

As an input, the algorithm also takes a desirable (feasible) cumulative energy consumption, thus it is able to 
compute the total amount of energy that should be cut off via appliances shut down. The algorithm then 
sums for each building unit the relative appliances consumptions so as to have the global consumption for 
each house. The algorithm then orders the building units considering both the global consumption and the 
relative costs for users, represented by a discomfort integer parameter, when selecting a specific building 
and selects the ones providing the least global discomfort for end users with a global energy save greater 
than the requested cutoff. In this way, the cutoff threshold is surely matched. 

The second stage of the greedy approach works as follows. Among the selected building units, the algorithm 
selects the minimum set of appliances ordering them with respect to the specific discomfort parameter for 
end users providing the least number of appliances that guarantee that the global cut off is respected.  

The algorithm finally outputs the shut down timestamp only for the appliances involved in the cut off to 
restore a feasible energy consumption. The pseudo-code of the related Algorithm 2 is depicted below. 
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 Algorithm testing 3.5.

 Exact approach 3.5.1.

The tests have been conducted on an Intel i5 CPU @ 3.3 GHz with 4 GB of RAM. The ILP solver used has 
been CPLEX 12.5 and the code has been implemented in C++ programming language. We generated the 
instances according to the scheme provided in [9]. In addition, we also considered the instances available in 
[2]. In the scheme provided in [9], the number of families N is 50 and 100. The cardinalities ni of the families 
are integers uniformly distributed in the ranges [40, 60] and [90, 110]. Setup costs and weights are given by  

 

where e1 and e2 are uniformly distributed in the intervals [0.05, 0.15], [0.15,0.25], [0.25, 0.35] and [0.35, 
0.45]. In the uncorrelated instances, both the items weights wij and profits pij are integer randomly distributed 
in the range [10, 10000]. In the correlated instances the profits are integer randomly distributed in the 
range[wij -1000, wij +1000], but if the profits are less than 10, then they range in the interval [10, 100]. The 
capacity b is an integer randomly distributed in the range 

 

We compared the solutions reached by CPLEX 12.5 running on KPS1 to the solutions obtained with our 
approach over 10 instances within each category. The results are reported in Tables 1 and 2 in terms of 
average and maximum CPU time and of the number of optima reached within a time limit of 1200 seconds. 
We also report the maximum number of the relevant sub-problems, that is Smax - Smin + 1, identified by our 
approach.  
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Uncorrelated instances show up to be very easy to solve for both our approach and CPLEX 12.5 even 
though CPLEX 12.5 exceeds in one case 10 seconds of CPU time. These instances are not difficult, since a 
preprocessing step allows to reduce the problem size considerably. For the correlated instances, CPLEX 
12.5 solves to optimality all the instances but performs much worse requiring in the worst case more than 
650 seconds of CPU time. The proposed exact approach reaches the optimum over all instances in no more 
than 5 seconds. We note that the method proposed in [9] requires significantly higher computational time 
and runs out-of-memory in several cases for similar correlated instances. We further tested a stronger 
correlation between the profits of the items and their weights. More precisely, we generated instances with 
wij integer uniformly distributed in the range [10, 100], while the profits of items are pij = wij + 10. The results 
are provided in Table 3. 
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These instances turned out to be harder to be solved than the correlated instances in Table 2. Nevertheless, 
our approach still manages to handle all instances in very reasonable computational time, while CPLEX 12.5 
is not capable of reaching all the optima. It is quite evident from our testing that one of the strength of our 
approach is the capacity of drastically limiting the number of sub-problems to be explored in the last step of 
the algorithm. A natural question that may arise is whether this last task can be accomplished just by letting 
an ILP solver tackle the sub-problems. It would indicate to what extent the procedure devised in the third 
step of our method provides an effective contribution in solving the problem. We investigated this aspect by 
exploring the behaviour of the approach if CPLEX 12.5 is launched (with a time limit of 1200 seconds) on 
each of the sub-problems of the third step of the method, that is the sub-problems of subsection 3.4. We 
denote as Exact approach (II) this last version of the proposed approach. We then compared the two 
versions of the proposed approach to the dynamic programming proposed in [2] and to CPLEX 12.5 over a 
set of instances proposed in [2]. These instances involve a high level of correlation between profits and 
weights with wij integer uniformly distributed in the range [10,100] and pij = wij + 10. In Table 4, we report the 
performances of CPLEX 12.5, of the two versions of our approach and of the dynamic programming 
procedure proposed in [2]. The number of families varies from 5 to 30 and the total number of items n from 
500 to 10000. Within each category, 10 instances were tested. 
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These instances involve a lower number of families and show up to be harder for CPLEX 12.5 than the 
previous ones. Nevertheless, even though CPLEX 12.5 runs out of time in most of the large instances, our 
method is able to find all optima with limited computational effort. The dynamic programming algorithm is 
capable of reaching all the optima as well. However, the computational times are much larger and increase 
with the size of the instances. We remark that tests in [2] were carried out on a slightly less performing 
machine (an asterisk is introduced in the table to point out that times refer to another machine, namely an 
Intel core TMi3 CPU @ 2.1 GHZ 12 with 2GB of RAM). Anyhow given these results, it is very reasonable to 
assume that the differences in the performances would remain significant even if the algorithms were 
launched on the same machine. Generally speaking, the extensive computational experience performed 
confirms the effectiveness of our exact approach, which strongly outperforms CPLEX 12.5 and the 
algorithms in literature and never exceeds few seconds of CPU time for instances with up to 10000 items. 
The exact approach is then strongly suggested whenever the necessity of embedding an ILP solver within 
the module is not an issue. Besides it constitutes a valid benchmark on the solution quality of any heuristic 
approach not requiring the solution of ILP models. 

 Greedy approach 3.5.2.

Hereafter, the results of the heuristic approach are presented. The Test instances have been generated in 
the following way. The number of building units are 25,50,100 and 200 to represent different scales of the 
problem. The number of appliances is constant for each building unit, namely 6 different appliances. Power 
profiles of the different appliances have been generated so that: 

1. the duration is indicated in minutes and is uniformly randomly generated in the range [80…160]  
2. the energy consumption for each minute is uniformly randomly generated in the range [0.5…1.5] kW. 

The cut-off requests are 10%,20%,30% and 40% of the global consumption generated by the whole set of 
appliances. 

 

This first graph shows the relation between the number of building units of a specific cutoff request and the 
increase in the cut-off quantity calculated by the algorithm with respect to the nominal “optimal” cutoff 
obtained by the simple percentage calculation. Clearly the nominal cut-off can also partially deactivate an 
appliance, thing which is not possible in reality since an appliance is switched-on or off. 

As can be seen, if more building units are considered, the algorithm tends to perform better since there is 
more room for optimization than with fewer appliances. In general, the worst case is reached for 25 building 
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units only and never exceeds 5.5%. This is caused by the higher impact of a single appliance w.r.t. the 
global consumption. Besides, notice that this is only a rough estimation of the percentage error as the 
discreteness of appliances activation/deactivation is not taken into account at all in this estimation. 

 

This second graph benchmarks the CPU time in seconds needed by the algorithm to perform optimization 
and consequently write a timestamp file with all the information about the appliances shutdown for all 
appliances of all building units (notice that the CPU time needed by the algorithm is negligible w.r.t. writing of 
timestamp files) for the different classes of requested cut-offs. Results confirm that the trend of the CPU time 
is basically linear with respect to the number of appliances. The increase in the CPU time is consistent with 
the increase in the number of appliances of the problem instance set. This can also assess the upper limits 
in term of problem sizes if the utility needs to set up a maximum time for computing a solution of the Demand 
Response Module. 
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This last graph shows the relation between the requested cut-off and the number of appliances involved in 
the switching-off. As can be seen the percentage of appliances deactivated by the algorithm is a bit smaller 
than the requested cut-off for all classes and sizes of instances. This happens because the algorithm 
preferably switches-off the most consuming appliances of the set thus resulting in a global percentage of 
deactivated appliances smaller than the nominal requested percentage. This behavior favors end users that 
suffer of discomfort from the cut-off. 

Next steps will be devoted to benchmark both the exact and the heuristic algorithm on the same instance set 
in order to exactly benchmark the quality of the solutions generated by the heuristic approach by means of 
the comparison to the solutions reached by the exact method. 	
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 Heating pump manager 4

The heating pump manager is an application designed to provide a service to both the Distribution Systems 
Operator (DSO) and the final customer. Its objective is to optimize the operation of the electro-thermal loads 
within smart homes in order to avoid overloads during the peak hours while providing the required thermal 
comfort to the end-users. Differently from the Demand Response module previously presented, the heating 
pump manager is a service working the day ahead to compute and to define the optimal scheduling of the 
electro-thermal loads.  

 Problem description  4.1.

As explained in the previous Chapters, one crucial task of the DSOs is to find new solutions for achieving a 
more efficient operation of their grids. A relevant aspect in this perspective is to shave power peaks over the 
day. A profile as flat as possible of the aggregated customers' power demand brings benefits to DSOs in 
terms of an easier management of their network and allows not oversizing the facilities to satisfy the real-
time power demand. Moreover, at system level, the operation of additional expensive generation plants 
covering the extra demand in peak hours can be avoided, resulting in additional advantages in terms of 
efficiency and money saving. 

A possible solution for DSOs to cut power peaks in the grid is to exploit customers' flexibility and to 
implement a smart management of shiftable appliances. Different home appliances could be used to this 
purpose, but for many of them possible problems could arise due to technical reasons or due to the effective 
availability of end-users to accord the management of such devices to an external actor. Even when these 
issues are neglected, adequate business models should be conceived to duly reward the customers for the 
provided flexibility. 

In this Chapter, a specific module limited to the management of electro-thermal devices is presented. The 
optimal scheduling of such loads can be seen not only as a service to DSOs, but also for the customers. In 
fact, from one side, the DSO can apply a smart scheduling of the electro-thermal loads in order to achieve 
the desired power peak shaving or to reshape the curve of aggregated power demand. On the other side, 
thanks to the thermal storage properties of the house and the slow dynamics of thermal phenomena, the 
scheduling can be designed to satisfy users' requirements in terms of thermal comfort. Therefore, the 
advantages for the customer would be to have a service providing the desired temperature in the apartment 
during the day, which can lead to both the required thermal comfort and an efficient use of the electro-
thermal devices. 

Similarly to the Demand Response module, also the application here presented can be modeled as an 
optimization problem. Different electrical and thermal constraints have to be taken into account, and different 
level of details can be obtained in the algorithm design, also depending on the specific characteristics of the 
considered scenario. In the following, the mathematical equations serving as basis for the problem definition 
will be provided together with the details regarding the approach conceived to solve the optimization 
problem.  

 Solution approach 4.2.

The optimization problem here considered can be designed as a Mixed Integer Linear Programming (MILP) 
problem. The objective is to schedule the operation of the electro-thermal loads, e.g. heat pumps, over one 
day in order to minimize the power peaks of the customers' aggregated power demand. 

Two main inputs are needed for the algorithm: the expected curve of aggregated power demand (without 
considering the heat pumps consumption) and the outdoor temperature forecast. As for the first input, 
statistical data are often available to DSOs regarding the aggregated power consumption of particular 
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categories of customers in specific periods of the year and depending on the considered day (working days 
or vacation days). Figure 2 shows as an example the statistical consumption of a residential customer on a 
working day in May (normalized for an average annual consumption of 1000 kWh), according to the 
database in [10] related to German residential users. It is possible to recognize a typical pattern in the power 
profile curve where local power peaks occur around lunch and dinner time when more people can be 
statistically expected to be at home.  

 

Figure 2 -  Power consumption profile for a residential customer with 1000 kWh annual consumption in a 
working day in May. 

For the purposes of the optimization problem here considered, the aggregated profile of power consumption 
is needed without taking into account the power consumption of heat pumps or other electro-thermal loads. 
This could be in general achieved by referring to statistical information related to customers that do not have 
such loads, analyzing the consumption of the customers in different periods of the year or directly monitoring 
the heat pumps power consumption. In the Flexmeter platform, an additional possibility is to exploit the NILM 
algorithms to identify the heat pumps consumption and to cut it from the total power consumption. As for the 
outdoor temperature forecast, several services are generally available providing a good estimation of the 
expected temperature for the next day. 

Starting from these data, a centralized optimization process is designed. According to this scheme, each 
customer should provide to the DSO (or the other actor running the heat pump scheduling service) the 
reference temperature desired during the day, together with the allowed upper and lower bounds of 
temperature. The optimization problem consists thus in finding the optimal time slots for operating the heat 
pumps in order to guarantee the required temperature to the customer while avoiding to aggravate the power 
peaks in the grid. Figure 3 shows as an example a possible temperature requirement of a customer. It is 
possible to imagine that different reference temperatures and boundary levels can be provided over the day 
depending also on the expected presence of people at home and on subjective economic evaluations of the 
customers.  
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Figure 3 - Example of temperature requirement of a customer 

The optimization process relies on different equations linking the thermal phenomena in the house to the 
power consumption needed for the heating. The indoor temperature 𝑇!!" of the house at time t can be 
expressed through the following relationship [11]: 

 𝑇!!" = 𝑇!!!!" +
Δ𝑡

𝜇!"𝛾!"
𝑄!!" − 𝑄!!"  (25) 

where Δ𝑡 is the duration of the time period between two consecutive discrete time steps, 𝜇!" and 𝛾!" are 
specific parameters of the house, namely its air mass and its air heat capacity, and 𝑄!!" and 𝑄!!" are the heat 
flow from the heat pump and the heat loss from the house to the environment, respectively. The total indoor 
air mass of the house 𝜇!" is a parameter depending on the size of the house and on its geometrical 
characteristics, which works as a thermal energy storage for the house, thus affecting the dynamics of the 
thermal phenomena. The heat flows coming from the heat pump and the one related to the thermal losses of 
the house can be instead defined through the following equations: 

 𝑄!!" = 𝑦! 𝛾!"𝜙!" Γ!" − Γ!!!
!"#  (26) 

 𝑄!!" = 𝜅!" 𝑇!!!!" − Γ!!!!"  (27) 

In (26), 𝑦! is the binary variable indicating the possible operation of the heat pump; thus, it is 𝑦! = 1 if the 
heat pump is on and 𝑦! = 0, vice versa, if it is off. The parameters 𝜙!" and Γ!" are instead constant 
parameters specific of the heat pump and they represent, respectively, the air mass flow of the heat pump 
and its working temperature. Finally, Γ!!!

!"# is the reference temperature indicated by the customer for the time 
step t-1. It is worth noting that a proper implementation of the equation associated to the heat pump heat 
flow would have 𝑇!!!!"  instead of Γ!!!

!"#. However, in this case, eq. (26) would become nonlinear due to the 
product between the two variables 𝑦! and 𝑇!!!!" . As a consequence, Γ!!!

!"# is used in (26) in order to keep the 
relationship linear and to allow in this way an easier implementation and solution of the optimization problem. 
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This approximation can be considered acceptable since the optimization algorithm works to provide the 
required Γ!"# to the customer and thus the differences between Γ!

!"#and 𝑇!!" should be generally small. 

As for eq. (27), the heat losses 𝑄!!" basically depend from the difference between the internal temperature of 
the house 𝑇!!" and the outdoor temperature Γ!!", and from a heat loss factor 𝜅!", which is a specific 
characteristic of the house depending on the thermal properties of the used materials, the size of walls, 
windows, roof, etc.  

The final equation expressing all the energy balance relationships in the model is the formula linking the 
generated air mass flow of the heat pump and the resulting consumed electrical power. Such relationship is 
expressed as follows: 

 𝑃!" = 𝑦! 𝛽!"𝜙!" (28) 

where 𝛽!" is a scalar parameter defined as the power per air mass flow of the heat pump, which therefore 
maps the heat pump air mass flow to the consumed power.  

Equations (25) – (28) represent the energy balance relationships involved in the considered model and are 
thus the basis for the implementation of the optimization problem. In addition to these equations, some 
equality and inequality constraints are included in the optimization algorithm. Such constraints can be 
categorized in comfort constraints and boundary constraints. Moreover, additional constraints can be 
included in the model to consider specific constraints related to the operation of the heat pumps, as 
explained in the following.   

 Comfort constraints 4.2.1.

Comfort constraints are included in the model to take into account the requirements of the end-user in terms 
of thermal comfort during the day. The equations expressing such constraints are: 

 𝑇!!" ≥ Γ!!"	 						∀𝑡	 (29) 

 𝑇!!" ≤ Γ!!"	 						∀𝑡	 (30) 

where Γ!!" and Γ!!" are, respectively, the lower and upper bound of the reference temperature defined by the 
customer for each time step t.  

 Boundary constraints 4.2.2.

The boundary constraints serve to define the boundary conditions for the simulation at the beginning and at 
the end of the day. The following constraints are considered: 

 𝑇!!" = Γ!"! 	  (31) 

 𝑇!!" ≥ Γ!
!"#	  (32) 

The first equality constrain sets the starting value of the indoor temperature 𝑇!!" (at time t=0) to a given 
starting value Γ!"!, which can be for example the final value of indoor temperature obtained during the 
scheduling for the day before. The second constraint (eq. (32)) forces the final value of temperature to have 
a value between the reference temperature provided by the end-user for the last time step of the day (Γ!

!"#) 
and the provided upper bound level. 
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 Time constraints 4.2.3.

So far, no constraints have been defined regarding the operation of the heat pumps. This means that the 
binary variable  𝑦! which expresses the logical status of the heating device, can be 0 or 1 in any moment of 
the day. In order to represent a more realistic scenario and to avoid multiple switch on and switch off of the 
heat pumps, time constraints can be defined to force the device to work at least a minimum amount of time 
after each start event. Indicating with Γ!"# the minimum amount of consecutive discrete time slots for which 
the device should stay on after a switching on event, the time constraints can be expressed as: 

 𝑧! ≥ 𝑦! − 𝑦!!!	  (33) 

                               𝑧! ≤ 𝑦! 	 			∀𝑡, 𝜏 ∈ {𝑡, . . ,𝑚𝑖𝑛 𝑡 + Γ!"# − 1, 𝑓 }	 	  (34) 

where 𝑧! is a continuous variable which will be equal to 1 when a switching on event occurs at time t, while f 
represents the last time slot of the scheduling horizon. 

 Heat pump constraints 4.2.4.

Additional constraints can be necessary if the heat pump is considered to operate in a continuous mode, with 
an adjustable air mass flow, rather than in a simple binary mode. While requiring an additional set of 
constraints, it is worth noting that modeling a multi-mode operation of the heat pumps leads to a much higher 
flexibility allowing the achievement of better results in the optimization process. The power consumption of 
air heat pumps is generally non linearly dependent on the air mass flow and for this reason it would not be 
implementable using MILP. To fix this issue, here the nonlinear function is linearized. This means that the 
solution space is separated in intervals and linear functions are fitted in each interval. This is a standard 
method used by several authors, which allows a good approximation of a nonlinear function if several modes 
(indicated with m in the following) are used. Figure 4 shows an example of multi-mode operation of a heat 
pump. It is possible to observe that a starting mode m0 exists, which corresponds to the minimum value of 
air mass flow possible for the heat pump. Moving towards increasing values of air mass flow, two different 
modes are depicted in Figure 4: the first one, m1, includes the air mass flows between 430 and 690 𝑘𝑔 ℎ𝑟, 
while the second one, m2, is associated to the air mass flows larger than 690 𝑘𝑔 ℎ𝑟. 

 

Figure 4 -  Example of multi-mode operation of the heat pump 
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Referring to the linear modes previously defined, the additional air mass flow of the heat pump operated in 
mode m is represented by Δ𝐹!,!!" . It is worth noting that with this model the heat pump can operate in a 
continuous range of values of air mass flow and that Δ𝐹!,!!"  only denotes the additional air mass flow in the 
considered mode m and not the total air mass flow of the heat pump. The following equations/constraints 
have to be defined to model the multi-mode operation of the heat pumps: 

 Δ𝐹!!,!!" = 𝑦!𝜙!!" (35) 

 Δ𝐹!,!!" ≤ 𝑦! Δ𝜙!!" (36) 

where Δ𝐹!!,!!"  and 𝜙!!" are the air flow at the mode 0 and the minimum value of air mass flow, respectively, 
while Δ𝜙!!" is the upper bound of additional air mass flow associated to the mode m. The use of this more 
detailed model of the heat pumps also requires to modify accordingly the equation expressing the heat flow 
𝑄!!", which in this case becomes: 

 𝑄!!" =  𝛾!! Δ𝐹!,!!"

!

Γ!" − Γ!!!
!"#  (37) 

According to eq. (37), the heat flow from the heat pump thus results in the sum of the different modes 
activated for the device. The variable  Δ𝐹!,!!" is a continuous variable which is provided as a result of the 
optimization process. 

 Algorithm description 4.3.

The optimization algorithm designed to minimize the peaks of the aggregated power demand has to consider 
in its objective function the base power given by all the non-shiftable loads in the grid and the additional 
power consumption related to the use of the considered electro-thermal devices. Different approaches and 
algorithm formulations could be used to obtain this objective. As an example, quadratic approaches can be 
applied for modeling this problem, but they would result in complex optimization processes requiring high 
computational burden and long execution times for obtaining the searched optimum solution. For this reason, 
the formulation here presented refers to a MILP approach, which can provide an optimum solution with a 
simpler implementation of the optimization problem. In the following the proposed formulation is presented. 
This is named “block approach” and is based on the use of different weighting factors to represent different 
blocks of energy consumption. The use of such factors allows giving more weight to time steps where a high 
power consumption is expected, in order to disadvantage the operation of the heat pumps in such time 
steps. 

 Block approach 4.3.1.

The block approach is a linear formulation that achieves the same effects as a quadratic approach while 
resulting in a simpler and more convenient MILP. The basic idea is to discretize the power consumption at 
time t in energy blocks b and to associate increasing weights to the energy blocks associated to increasing 
levels of power; the goal is to create an objective function to be minimized where high levels of power (and 
thus, power peaks) are costing more and are for this reason avoided in the final result. Given a scenario with 
h houses considered in the optimization process, the energy blocks introduced in this approach are 
characterized by the following constraints: 

 Δ𝐸!,! ≤ 𝜖!!" (38) 
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 Δ𝐸!,!
!

≥ Δ!  𝛽!,!!"  
!,!

Δ𝐹!,!,!!" +  𝜖!,!!" + 𝜖!!"  (39) 

Eq. (38) sets the upper bound limit for each energy block b. Each energy block is thus defined as a 
continuous variable between 0 (lower bound of the variable) and the upper bound 𝜖!!" (which, in general, can 
be different for each block b). It is worth underlining that the variable Δ𝐸!,! refers to the incremental 
power/energy with respect to the previous block, and for this reason it is always lower bounded by 0.  Figure 
5 shows a schematic view of the method used to discretize the power consumption. It is also possible to 
observe that each energy block b is then associated to increasing values of a scaling factor 𝛼, which plays a 
key role in the objective function presented in the following.  

 

Figure 5 - Discretization of the power consumption in energy blocks 

Eq. (39) defines instead the energy balance in the grid. For each time step t, the sum of all the energy blocks 
has to be equal or greater than the sum of the heat pump power consumption for all the h houses (given by 

𝛽!,!!"  !,! Δ𝐹!,!,!!" ), plus the power levels related to non-dispatchable loads in the houses (𝜖!,!!") and the power 
demand of possible other loads present in the grid (and participating to the overall aggregated power 
consumption, 𝜖!!"). It is worth noting that in (39) an inequality constraint has been preferred but, since the 
objective function will work to minimize the power consumption given by the sum of the energy blocks Δ𝐸!,! 
(which are continuous variables), an equality relationship will derive as a result of the optimization process. 

The objective function used to minimize the power peaks in the grid is finally defined as: 

 O = 𝛼!
!!

Δ𝐸!,! (40) 

The final goal of the optimization algorithm is to minimize the objective function in (40) while respecting all 
the equality and inequality constraints previously presented. As it can be observed in (40), energy blocks 
related to higher levels of power consumption are weighted with increasing scaling factors 𝛼! and in this way 
the operation of the heat pumps during peak time periods is penalized. For the proper implementation of this 
approach, it is worth highlighting that the scaling factors 𝛼! have to be larger for increasing values of b  
because in this way the energy blocks are guaranteed to be chosen by the algorithm in the right order (b1, 
b2, …, bn) and the selection of energy blocks with high weights is avoided due to the minimization of (40). 

 Algorithm testing 4.4.
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The presented algorithm has been tested through off-line simulations in order to verify its proper functioning 
and its capability in limiting power peaks in the grid, while delivering the required thermal comfort to the 
customers. The effective reduction of the power peaks in the grid is strictly associated to the flexibility 
provided by the customers and the considered scenario. Figure 6 shows as an example the different  levels 
of power consumptions that can be achieved relying on different degrees of customer flexibility for the 
allowed indoor temperature. Additional factors impacting the results are the characteristics of the houses 
(e.g. houses with large air mass and low heat loss factors provide a larger inertia for the thermal 
phenomena, are characterized by slower dynamics and allow shifting more easily the electro-thermal 
devices operation away from the peak hours). In the implemented algorithm another important element of 
flexibility is the implementation of the multi-mode operation for the heat pumps. Differently from other works 
available in the literature, where the heating devices are only considered to work in a binary mode, here the 
heat flow can vary continuously in a given range of values and the optimization allows choosing the best 
setting for the heat pumps to provide the required temperature. 

 

Figure 6 - Power consumption vs temperature flexibility provided by the customers 

Figure 7 shows some preliminary results for the designed optimization approach using discrete time steps 
equal to 1 hour. In the depicted plot, it is possible to identify the fixed aggregated power consumption 
assumed for the test case, which is given by the sum of a large industrial customer and the aggregation of 
the non dispatchable loads of multiple residential customers. This scenario can be representative (in first 
approximation, neglecting the power losses in the grid), for example, of a primary substation at MV level that 
subtends a node with the industrial customer connection and several MV/LV substations for the power 
supply of the residential customers. Given this expected pattern of power consumption over the day, the 
heating pump manager aims at scheduling the heat pump operation so that the power profile is flattened and 
power peaks are not further aggravated. Fig. 7 presents the overall result of aggregated power consumption 
over the day after the heat pump scheduling (and the addition of their power consumption) for the approach 
previously described. Furthermore, it also provides the comparison of the results with respect to an 
equivalent algorithm (conceptually based on the same philosophy) implemented in a decentralized way. The 
goal of this comparison was to highlight that a decentralized management of the algorithm could bring some 
side effects in certain cases, like the appearance of other power peaks in a different period of the day and 
thus a centralized approach is in general to be preferred for the objectives here considered. As for the 
conceived centralized method, it is possible to observe that the smart scheduling of the electro-thermal 
devices allows avoiding the allocation of additional power demand during the peak hours, and thus it allows 
reducing the problem of power peaks in the grid. As a consequence of the optimization the power profile 
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results significantly flattened which is an important advantage in terms of management of the grid for the 
DSO and also, at higher level, in terms of dispatching of the generation units.  

 
Figure 7 - Optimization results with the block approach 

As last consideration, Figure 8 shows a picture of the possible results (time step of the simulation is here 15 
minutes) when the proposed optimization is compared to a scenario where no smart scheduling of the 
electro-thermal appliances is applied (heat pumps are in the latter case scheduled in order to minimize the 
difference with respect to the reference temperature decided by the customer). It is possible to observe that 
the flexibility of the customers and the use of smart services to duly exploit this flexibility can provide 
significant advantages in the management of the grid. In the simulated scenario, in fact, the power peak is 
reduced of almost 30% and a much flatter power profile is achieved. The entity of the improvements is of 
course strongly linked to different factors (number of houses considered in the problem, characteristics of the 
aggregated power profile, outdoor temperature, provided level of temperature flexibility, etc.), but in general it 
is possible to conclude that the smart scheduling of dispatchable loads, and in particular of electro-thermal 
devices, has the potential to bring important benefits for the efficient operation of the grid. 
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Figure 8 - Impact of the smart scheduling of the electro-thermal appliances 

 Energy Storage Manager  5

In section we consider electric batteries located in the MV/LV cabin. The energy storage manager is a 
controller of these batteries system. It is implemented in each single battery and it decides when the battery 
has to charge and when it has to discharge. In the following, we will discuss what we have done and what 
we will do in order to optimize the energy storage activity. 

 Problem description  5.1.

The main problem of energy distribution systems is uncertainty. Uncertainty is generated by the random 
variations of energy demand of the houses and the factory and by the random variations produced by 
renewable power source. In order to reduce the effect of variations of both demand and production, energy 
storages are used. There exist energy storage devices to decrease the fluctuation of energy market at 
various levels. In particular, there are batteries used in order to reduce the variations in the energy 
production at the house level, batteries used in order to integrate renewable sources for domestic uses, 
batteries used in order to integrate big renewable power plants into the network or to mitigate the variations 
of consumption between day and night (e.g. of energy storages are electric batteries and dams). The 
standard activity of all energy storages is to charge when there is more production than consumption and to 
discharge when the reverse condition is true. The problem of this strategy is that the charge operation is not 
free: the dam has to pay some energy to pump the water, the electrodes of the batteries degrade and the 
battery loses a part of its life. In this section, we focus on the case of electric batteries located in the medium 
to low voltage cabin i.e. the battery is connected to two-three buildings. Our goal is to control the battery in a 
way such that it loses the smallest possible amount of life and in order to let the units connected to be as 
independent as possible. In particular, our goal is that the demand from the buildings connected to the 
medium to low voltage cabin do not exceed the part of energy destined from the network to the area. This 
goal is justified by the fact that if the network has more independent parts it gains robustness because it is 
less subject to power outages. Due to the variety of agents constituting the elements of the network we 
consider strategies that depend only by the history of the energy requested to the battery from the other 
elements and by the actual level of energy that the battery has.  The battery that we will consider works as 
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follows. It has an internal threshold such that if its internal charge is less than the threshold it starts to 
charge. The battery discharge only if the buildings connected ask for energy. We try to on line optimize this 
threshold by means of evolutionary strategies. 

 Solution approach 5.2.

In order to pursue our goal, we consider a small isolated network. It has a standard amount of energy 
provided each time step (it represents the part of the energy produced by some big plants designated to our 
network section). We consider this network isolated. i.e. each time that the request of the building is not met 
there is a power outage. The battery controlled by our algorithm is called adaptive battery.  The adaptive 
battery implements an adaptive steady state evolution strategy. In particular, given the threshold and a value 
of standard deviation, it generates 10 variations of the standard deviation. By using the actual threshold and 
the standard deviations computed, it generates 10 new thresholds. Then, it tests all these new thresholds by 
using the past observations and it updates the couple of threshold-standard deviation by choosing the 
threshold that performs better and the standard deviation that has produced that threshold. The following 
figure provides a graphical explanation of the approach. 

 

 Figure 9 - Graphical illustration of the evolution of the threshold and of the standard deviation  

In order to evaluate the threshold in the past evolution of the batteries we define a performance function. 
This performance is equal to the residual life in the initial time of the simulation (i.e. the time when the battery 
was attached to the system), then at every iteration the battery considers a step ahead in time and it corrects 
the performance in three ways: 

• If the battery starts to charge, the performance is decreased by the energy of the battery; 
• If the battery is asked to give some energy, the performance is decreased by one unit; 
• If there is a power outage, the performance is decreased by 100 times the capacity.  

Due to the possibility of a change of the demand, the battery must have the capacity to forget the past. In 
order to produce this effect, we discount the corrections of the performance in relation to the time instant in 
which they occur. In particular, we define the variation of the performance as the real variations Vt multiplied 
by an exponential factor depending on the time where the variation occurs (t) minus the time when the 
performance evaluation is done (T) i.e.  

. 



 D4.4 Report on Demand Response Algorithms  

 

– 32 – 
FLEXMETER is a project co-funded 
 by the European Union 
 

We apply a further change to the battery, with respect to the aforementioned strategy, adding a value equal 
to the 5% of the capacity of the battery to the modified standard deviations. In this way, the battery gains 
reactivity in changing its threshold when the environmental conditions change. 

 Algorithm description and integration 5.3.

Given as input the number of generations (Ngen), the initial value of the threshold and the initial value of the 
standard deviation, the algorithm works as follows: 

1. Given (Tt, σt) 
a. Do Ngen times 

i. Generate σ1,… σ10 by changing σ of plus or minus 10%. 
ii. Generate T1,… T10,T11 from ten normal distributions N(T,σi) and from 

N(T,0.05*Capacity). 
iii. Evaluate T1,… T10,T11 by simulating their result in the history. 
iv. Update the values of (Tt, σt) with the couple (Tt+1,σt+1) with the best performance 

2. Use the Tt+1 in order to decide if charge or not for the next hour 
3. Repeat point 1 with the new data 

The algorithm needs some parameters to be set. In particular, we suggest to have the coefficient β lower 
than 0.01, otherwise the convergence of the methods is slow. 

The algorithm’s characteristics are the following: 

– Input RealTime: present value of the energy profile and real time energy production. 
– General Input: Property of the battery. 
– The timing of the data flow will be exchanged every 60 minutes. 

 Algorithm Testing 5.4.

In order to test our solution we have developed a simulator. We call agents all the elements that can be 
connected with the battery (e.g. houses, factory, renewable energy plants, batteries, shops, ecc).  The 
simulator takes as input the list of agents (that in the real world would be the buildings attached to the 
medium to low voltage cabin) and it matches demand and production of energy. Before explaining how the 
simulator matches demand and production we describe the various type of agents. 

 Batteries 5.4.1.

Batteries are the only agents able to keep energy and to release it when the network needs it. The main 
strategy of the battery is to charge at time t if the internal energy is below its internal threshold or if at time t-1 
it was charging and to discharge when the system needs more energy than the one supplied. The internal 
threshold can be fixed a priori or it can be update dynamically by using some strategies (e.g. the evolutionary 
strategy).  

 Buildings 5.4.2.

Buildings are the only agents asking for energy. We assume that the load profile presented by the building is 
the algebraic sum between its internal production and its consumption. The load profile that we consider in 
our experiment is described by 



 D4.4 Report on Demand Response Algorithms  

 

– 33 – 
FLEXMETER is a project co-funded 
 by the European Union 
 

 

 

where A is the amplitude of the request, ψ is a phase and ε is an independent and identically distributed 
random noise such that εt ~ N(0,σ 2

l).  We choose this analytic expression because it describe the load 
profile showed in Arif, M.T., Oo, A.M., Ali, A.: Estimation of energy storage and its feasibility analysis. In 
Zobaa, A., ed.: Energy Storage Technologies and Applications. InTech (2013) 

 Non-renewable power plant 5.4.3.

The non-renewable power plant provides a constant amount of energy each time. This agent models the 
quantity of energy generated from the plant that produces energy for the city designated for the agents that 
we considered. 

 Renewable power plant 5.4.4.

The renewable power plant provides an amount of energy that is not deterministically known. This agent 
models the production from renewable sources of medium dimension power plants: an example of this kind 
of agents are houses that are independent from an energetic point of view that gives energy to the network.  

Now we can describe the simulator activity. The simulator works in the following way: it asks all the players 
the amount of power that they want to absorb or that they want to produce. Then, if the total amount of 
power offered is less than the amount of power requested, the simulator exchanges the power quantities (we 
call this state utopy). If the total amount of power offered is less than the amount of power requested, the 
simulator first tries, if there is enough power, to satisfy the request of the buildings. If it is the case then the 
building request is fulfilled and the residual power is given to the batteries proportionally to the amount of 
power that they have asked (we call this state Normal). If, instead, the total amount of power offered is less 
than the request of the buildings the simulator forces the batteries to offer all the power that they stored. If 
the power from the batteries plus the power offered is enough to satisfy the request of power, the simulator 
takes from all the batteries a quantity of power proportional to the power stored (we call this state Difficult). 
Otherwise, there is a black out and all the batteries have to release all the power that they have (we call this 
state Black Out). The following flowchart explains this procedure. 

 

(1) 
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Where Askb specifies that the demand of energy is of all the agents while the Bidf is the energy request of 
the buildings. 

The test that we perform considers a network composed by three elements: 

• A non-renewable power plant generator. It generates 100 electric power units each time 
instant. 

• A battery with life of 105 time steps, a capacity of 1000 energy units. 
• A building that can have various behaviors depending on the experiment. If not specified we 

assume to have the behavior described in (1) with A = 150, ψ = 0 and εt ~ N(0,50). We refer 
to that condition as standard conditions.  

We run several experiments by using different values of the parameters of both the adaptive battery and the 
building energy production and we obtain convergence in all cases. As an example, we show a graph 
evolution of the threshold (expressed in energy units) versus the time (expressed in minutes) in the standard 
condition.  
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Figure 10 - Example of convergence of the threshold 

As the reader can see, the variance (in red) goes down to zero and in the same time the threshold (blue) 
converges to a fixed value. The convergence is reached in a little bit more than a day (1440 minutes).  

In order to asses if the threshold converges to a reasonable value we have ran several simulations with 
different values of σ 2

l (the variance of the noise related to the ask for the building) in formula (1). It is 
reasonable to suppose that the threshold found by the adaptive battery increases as the value of σ 2

l 

increases. The reason is that the more the environment conditions can vary, the more energy the battery 
tries to maintain in order to satisfy the unexpected request. The following graph will prove that this claim is 
right.  

 

Figure 11 - Threshold achieved to the battery respect to the variance in the building request 
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After these experiments, we have compared the evolutions of the adaptive battery with other batteries with a 
fixed threshold. In particular, we compare the results of our battery with the results of batteries with fixed 
threshold set to 0%, 25%, 50%, 75% and 100% of the capacity.  The table shows the results. 

 Scenario 1 Scenario 2 Scenario 3 Scenario 4 Scenario 5 

Adaptive Battery 10^5 (0) 9999(0) 99940(0) 99975.1(0.70776) 99937(2.91833) 

0% 10^5 (0) PO(1) PO (1) PO (1) PO (1) 

25% 9999 (0) 9999(0) PO(1) PO (0.55) PO(1) 

50% 9999 (0) 9999(0) PO(1) 99972.6(1.37579) PO(0.65) 

75% 9999 (0) 9999(0) PO(1) 99959.9 (1.06431) 99928.9(2.23904) 

100% 9999 (0) 9999(0) 99940(0) 99918.4 (1.88134) 99901.1(1.72953) 

 

In every cell there is the residual life (mean and standard deviations in brackets) if during the simulations 
there have not been power outages. If a power outage occurs, then we set in the cell the value PO (power 
outage for short) and in brackets we add the probability of power outage.  

In order to be fair we consider a power outage if and only if it happens after the first ten percent of the time. 
In the first three scenarios that are deterministic, we consider the evolution of the adaptive battery after the 
first day. This choice is due to the fact that if the battery starts with a bad initial condition (i.e. energy and 
threshold) it can produce a power outage without the capability of preventing it.  

 Scenario 1 5.4.5.

In Scenario1, we consider that the battery has an initial energy of 0.5% of the capacity and that the non-
renewable energy production satisfies the building request. In this case, the best thresholds are all the 
values below the 0.5% of the capacity i.e. the strategy that does nothing. As we can see from the results, the 
best devices are the adaptive battery and the battery with zero threshold. This result is true for an initial 
threshold of the battery below the initial energy because if the initial threshold is above the battery it starts to 
charge and then it loses life. Nevertheless, in less than one day it is able to find the optimal threshold. This 
simulation lasts for 30 days. 

 Scenario 2 5.4.6.

In Scenario2, we generate a deterministic scenario such that the optimal threshold is every value greater 
than 200 energy units. The battery starts with zero initial energy. At the 13th time step the building requests 
900 energy units, leaving the battery (if totally charged) to have an energy of 200 energy units. At the 17th 
time step then the building asks again for 450 energy units and if the battery does not charge before it will 
produce a black out. As expected all the batteries with a threshold greater than 200 work perfectly. The 
same discussion about the initial condition of the scenario 1 must be done in this case. In this scenario we 
decide to have different thresholds and then to cancel the effect on the life of the battery for all the batteries. 
This simulation lasts 30 days. 
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 Scenario 3 5.4.7.

In scenario 3 we use the same strategy as in scenario 2 but the energy threshold must be greater than 900. 
In order to achieve this result at time instant 13th the building asks for 200 energy units, if the battery is fully 
charged it will remain with 900 energy units and in the 17th time step the building asks for 1050 energy units 
and, in order to fulfill this quantity, the battery must be full. Hence, it has to charge also when its energy is 
900. For this reason, all the thresholds above 900 are the best possible. As above, we discard the first day of 
observation in order for the batteries to have some information about the network that they will find. This 
simulation lasts 30 days. 

 

 

 

 

 

 

 Scenario 4 5.4.8.

In this scenario, we consider the request of the building describe as in formula (1). One possible realization 
with a standard deviation of 3 units is shown in the following figure. This simulation lasts 30 days. 

 Scenario 5 5.4.9.

In this scenario, we consider that the condition of work will change. We use a time period of 100 days. In the 
first quarter, the non-renewable power plant always fulfills the energy requested of the building. Hence, the 
best threshold is below the initial quantity of energy. Then we have a sudden change of amplitude and 
variance in formula (1).   

This experiment confirms that the biggest pros of adaptive batteries is that they can change their internal 
threshold. In this way they can react to possible changes of the demand. In the following there is a graph of 
the reaction that we obtain in this scenario.  

13 17 

13 17 
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Figure 12 - Threshold response to demand change 
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 Integration of demand response services  6

 Integration of demand response services in the FLEXMETER platform  6.1.

The Demand Response services presented in this Deliverable will be integrated in the Flexmeter platform 
and tested in a real-time simulation environment. Tests will be performed to assess the performance against 
defined metrics and Key Performance Indexes (KPIs) as well as to evaluate possible scalability issues of the 
proposed approaches. Such activities are planned for the last year of the project and test results will be part 
of the Deliverable D6.4. However, preliminary activities have been already performed to integrate these 
services in the Flexmeter platform. Figure 13 shows a schematic view of the different components 
composing the platform. Here, a brief description of this platform is provided, in order to highlight how the 
integration of the Demand Response services is obtained. More details on the simulation engine and its 
integration to the Flexmeter cloud will be part of the Deliverable D6.1, while a deeper description of the 
software components representing the core of the Flexmeter platform will be provided in Deliverable D4.6.  

In Figure 13, three main components can be identified: 1) the real-time simulation engine; 2) the Flexmeter 
cloud; 3) the Demand Response services. The real-time simulator serves to emulate the distribution grid 
chosen as test case. It is composed of a simulation engine, where the distribution grid is implemented and 
emulated, and an external software controller, which generates realistic customer load profiles and sends the 
active and reactive power set points to the simulator for the execution of the scenario. From the real-time 
simulation it is possible to extract emulated smart meter measurements, or other kind of measurements, 
which are then converted to the Flexmeter data format through an ad hoc adapter and sent to the cloud. The 
software controller of the simulation is able to generate load profiles down to the single appliance level (more 
details will be provided in D6.1) and in the Demand Response simulations this can serve to send specific 
alerts to the cloud (e.g. emulating a future IoT scenario). Additional alerts can also be generated and sent to 
the Flexmeter cloud depending on the real-time conditions of the emulated grid. Once the simulation data 
are stored in the cloud, they are accessible to the different upper level applications, which can gather all the 
data of interest for running their service. Specific commands coming as a result of the demand response 
algorithms, or provided by the energy storage manager, are then sent back to the simulation block and 
suitably interpreted by the software controller of the simulator in order to activate the required changes in the 
real-time simulation. 

 

Figure 13 - Schematic view of the simulation platform with integration of the Demand Response services 
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 Integration of demand response services in real scenario 6.2.

Demand response programs, like those presented and described in this Deliverable, are not always easily 
implementable in the real system, mainly due to the following reasons: 

• Possible unavailability of a market scenario or a regulatory framework enabling this kind of services. 

• Lack of standardized baselines. 

• Possible unavailability of the hardware and/or software infrastructure needed for the real 
implementation of the devised services. 

However, the potential benefits arising from the exploitation of customers' flexibility and the implementation 
of demand reponse programs are well recognized worldwide. This awareness is leading to the funding of 
many research projects in this area as well as the real field deployment of demand response schemes in 
different countries. The programs already implemented and operating in real scenarios represent a reference 
also for assessing the applicability of the FLEXMETER demand response services proposed in this 
Deliverable.  

In U.S., different types of demand response services are already developed and tested since more than 10 
years [12]. From a market perspective the available programs are divided in two main categories: 

• Price-based programs: customers are motivated to change their power consumption pattern in 
response to real-time or day ahead price signals. According to this scheme, utilities cannot act directly 
on customers loads, but they regulate the energy prices over time according to the level of power 
consumption in the grid in order to incentivate the use of energy during off-peak hours.  

• Incentive-based programs: customers are renumerated for changing their power consumption 
following the scheduling or some triggering events provided by utilities or energy aggregators. In this 
case, therefore, utilities (or the other entity operating the demand response program) provide 
economic incentives for having some control on specific appliances allowed by the customer. It is 
worth highlighting that the direct load control is also possible, and in this case the utility (or the third 
party aggregator) can remotely shut down or cycle a customer's appliance [12].  

According to [13], active demand response programs in U.S. determine a potential peak load reduction 
larger than 53 GW. More than 80% of this peak reduction comes from incentive-based programs. Such a 
solution is of course more invasive with respect to the price-based alternatives, but it allows a sure 
achievment of the desired power reduction. It is usually implemented to activate the control of shiftable or 
interruptible and not critical loads, like air conditioners and water heaters. On the contrary, price-based 
schemes are strictly dependent on the customers reaction and behaviour and for this reason likely to be less 
efficient.  

Demand response programs currently activated are often based on the Open Automated Demand Response 
(OpenADR) communication. OpenADR defines the data models used by utilities to interact with the 
customers involved in the service. The typical communication architecture consists of a server in the utility 
premises responsible for sending the price or control signals to the customer smart meter, which in turns is 
connected to a building Energy Management System (EMS) [14]. The building EMS is thus the interface 
responsible for interpretating the input signals, running the local management algorithms and forwarding the 
necessary control commands to the electric appliances. Within the apartment it is thus necessary to have a 
Home Area Network, which can be based on any of the classical communication technologies, like WLAN, 
ZigBee, Bluetooth, or also PLC. Single appliances to be controlled can be either new generation smart 
appliances, or traditional devices equipped with a programmable interface unit [14] or connected to the 
power supply by means of a smart plug. 

Demand response in Europe is still at an early stage. This is above all because of the very different 
regulatory framework present in the different countries and, sometimes, also within the same country. 
Nevertheless, demand response schemes similar to those developed in U.S. are recently being enabled or 
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proposed also in Europe. The report in [15] shows the current scenario for the demand response 
development in the European Union. It is possible to observe that, regardless of the several barriers 
preventing an easy deployment of these programs, in several countries demand response services are now 
a product commercially available. Similarly to U.S., the different schemes are categorized in explicit or 
implicit demand response, depending on the possibility for the utilities/aggregators to directly or indirectly 
control residential customers' appliances.  

Despite the technical and regulatory barriers currently present, demand response is thus expected to spread 
also in Europe. Report [15] states that: "within the 2030 EU policy framework, Demand Response is 
regarded as key tool to achieve the targets of at least 27% for renewable energy and energy savings by 
2030. It is now clear to policymakers that Europe will not be able to achieve these goals in a secure and 
cost-efficient manner unless our energy system becomes more flexible".  

In this context, it can be expected that the regulatory framework and the market rules of the different EU 
countries will change in the next future in order to open the possibility to implement demand response 
programs and to make better use of customer's flexibility. The demand response services presented in this 
Deliverable have been thus developed in the perspective of this scenario. Proposed algorithms can be easily 
mapped into an incentive-based demand response program. However, they could be also adapted for being 
included into a price-based demand response scheme. As an example, the day ahead scheduling of the heat 
pumps could be easily converted into a daily price signal in order to be less intrusive and to give full freedom 
to the customer in the operation of the heating devices.  

The cloud-based FLEXMETER solution is here used as a platform to enable the proposed demand response 
services. In the FLEXMETER architecture, demand response commands can be for example sent to the 
building concentrators and from them to the building EMS. Obviously, to really enable the demand response 
services, it is necessary that customers' apartments are converted into "smart homes", endowed with a 
home Energy Management System and equipped with the smart interfaces needed to interact with the single 
appliances. It is worth noting that the smart metering infrastructure developed in FLEXMETER plays a key 
role not only in the delivery of the demand response commands, but also in the verification of the customer 
response to the sent commands. This can be done through the analysis of the smart meter data and, in 
case, also with the help of other FLEXMETER services like NILM (which provides information about the 
customer power consumption down to the single appliance level).  
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 Conclusions 7

The capability of controlling uncertainty in energy demand-consumption scenario is a fundamental aspect for 
reducing possible discomfort both for utilities and for end-users and in this context the ability of collecting 
data and information via flexible smart meters is a key enabler. End users and utilities can, in fact, benefit by 
a more efficient management of energy when variations of energy demand (energy overproduction and/or 
extra peak energy demand) of users may lead to instability of the network or undesirable fluctuation of 
energy demand.  

This capability could be achieved in several ways. Here two different aspects and related approaches have 
been discussed: a Demand Response solution where extra peak energy demand is managed by directly 
controlling the switching-off of appliances and a second solution based on Energy Storage via batteries to 
decrease/mitigate energy demand fluctuation. 

The first solution, in particular, is based on selecting building units and relative appliances to switch-off such 
that the global generated discomfort for users is minimized. This goal has been achieved by developing two 
algorithms: an exact approach and a heuristic procedure. The exact approach ends-up with the optimal 
solution, meaning that no smaller discomfort value could be achieved that clearly is the best possible 
scenario. As a drawback, the algorithm could not be controlled in terms of CPU time needed to perform the 
complete search of the optimal solution. For that reason, a fast heuristic algorithm has been developed. 
Though not guaranteeing the optimal solution (even if there are chances to generate it) this approach is very 
fast at producing high quality solution thus more suitable in a reactive Demand Respond context. 

The latter solution, instead, is meant to diminish the fluctuations of the load profile of small parts of the 
network (all the buildings connected to the same medium voltage to low voltage cabin). By doing so, this 
approach is able to make these parts of the network almost independent from the others. In this way, the 
global network gains robustness. This solution is based on the application of on line evolutionary strategies 
to the battery. The computational experiments show that, by using this strategy, the battery is able to 
optimize its life without decreasing its capability to face demand fluctuation. Further, due to the evolutionary 
strategy the battery is able to track changes in the demand without any forecasting mechanism. The 
computational power required from the batteries to be implemented in the real field is very low and further, 
they do not need any communication network nor a central controller. All these characteristics lead the 
adaptive battery to be an effective way to reduce demand fluctuations.  
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